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Disentanglement of Prosody Representations via
Diffusion Models and Scheduled Gradient Reversal

Leyuan Qu, Cornelius Weber, Wei Wang, Jia Jin, Yingming Gao, Taihao Li and Stefan Wermter

Abstract—Prosody plays a fundamental role in human speech
and communication, facilitating intelligibility and conveying
emotional and cognitive states. Extracting accurate prosodic
information from speech is vital for building assistive technology,
such as controllable speech synthesis, speaking style transfer,
and speech emotion recognition. However, it is challenging to
disentangle speaker-independent prosody representations since
prosodic attributes, such as intonation, excessively entangle with
speaker-specific attributes, e.g., pitch. In this paper, we propose
a novel model, called Diffsody, to disentangle and refine prosody
representations. (1) To disentangle prosody representations, we
leverage the expressive generative ability of a diffusion model by
conditioning it on quantified semantic information and pretrained
speaker embeddings. Additionally, a prosody encoder auto-
matically learns prosody representations used for spectrogram
reconstruction in an unsupervised fashion. (2) To refine and learn
speaker-invariant prosody representations, a scheduled Gradient
Reversal Layer (sGRL) is proposed and integrated into the
prosody encoder of Diffsody. We extensively evaluate Diffsody
through qualitative and quantitative means. t-SNE visualization
and speaker verification experiments demonstrate the efficacy
of the sGRL method in preventing speaker-specific information
leakage. Experimental results on speaker-independent Speech
Emotion Recognition (SER) and Automatic Depression Detection
(ADD) tasks demonstrate that Diffsody can efficiently factor-
ize speaker-independent prosody representations, resulting in
a significant boost in SER and ADD. In addition, Diffsody
synergistically integrates with the semantic representation model
WavLM, which leads to a discernibly elevated performance, out-
performing contemporary methods in both SER and ADD tasks.
Furthermore, the Diffsody model exhibits promising potential for
various practical applications, such as voice or style conversion.
Some audio samples can be found on our demo website,

I. INTRODUCTION

Human speech contains rich information used for com-
municating with the outside world. In addition to what we
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Fig. 1. In the proposed model, the semantic, speaker and prosody information
flows are treated as conditions to guide the inverse diffusion process that leads
from the noisy to the original signal.

say (semantic content) and who says it (speaker identity),
prosody information plays an important role in how we say it.
Moreover, humans produce and perceive emotional and mental
states via prosody information. Understanding and producing
prosodic cues is crucial for human-machine interaction with
artificial general intelligence [1]].

Learning prosody representations from speech signals at-
tracts a lot of researchers since it can benefit many applica-
tions, such as emotional speech synthesis [2], natural language
understanding [3] and speech emotion recognition [4]. To
disentangle effective prosody representations, an information
bottleneck has been proposed by controlling the dimension
of representations [3} 16, [7]. In addition, mutual information
loss [8]] is adopted to factorize prosodic features. Previous
approaches learn prosody-related information in a supervised
fashion [2], or extract predefined prosody attributes manu-
ally [6, [7], for instance, pitch and energy are used as super-
vision signals. However, since prosody information contains
various attributes, it is hard to enumerate all components
entirely.

Additionally, prosody production and expression are usually
attached to semantic content [9] and can be very individ-
ual [10]. Refined representations can effectively improve the
ability of generalization and robustness. To refine prosody
representations, Gradient Reversal Layer (GRL) [11] and ad-
versarial mutual information [[12] have been proposed to learn
speaker-invariant features. However, these approaches have
only been exploited on small corpora with limited speakers,
and the teacher model (speaker classifiers) used in GRL is
not reliable enough to guide prosody learning since gradient
reversal happens at the beginning of the training process.

Recently, diffusion models have made substantial progress
in text-to-image synthesis [13]], speech synthesis [14]] and
video generation [15]]. In order to disentangle effective prosody
information, we propose Diffsody which leverages the ex-
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pressive generative ability of a diffusion model. As shown in
Fig.[1] the diffusion model is conditioned on semantic content
and speaker identity, and automatically decomposes prosody
representations by unsupervised mel-spectrogram reconstruc-
tion. Moreover, we improve the GRL method by a scheduled
strategy to learn speaker-invariant information.

Different from previous research that mainly decomposes
limited and partial prosody attributes used for controllable
Text-to-Speech (TTS), we aim to disentangle and refine high-
level and holistic prosody representations for classification
tasks, i.e. Speech Emotion Recognition (SER) and Automatic
Depression Detection (ADD).

The main contributions of this paper are three-fold:

1) Diffsody introduces a fresh perspective on disentangling
prosodic features from speech signals. By leveraging
the power of diffusion models, Diffsody manages to
isolate prosodic elements such as intonation, stress,
and rhythm. This innovation allows for a more refined
and comprehensive separation of prosody from speaker
identity, crucial for applications like emotion recognition
and speech synthesis.

2) The introduction of a scheduled Gradient Reversal Layer
(sGRL) within Diffsody’s architecture serves to enhance
the quality of the extracted prosodic representations.
This technique ensures that the model learns speaker-
invariant prosodic information, effectively eliminating
speaker-specific details that could interfere with the
pure prosodic signal. The sGRL approach is particularly
advantageous because it achieves this without adding
extra computational costs.

3) When integrated with self-supervised semantic represen-
tation models, such as WavLM, Diffsody exhibits supe-
rior performance on tasks like Speech Emotion Recogni-
tion (SER) and Automatic Depression Detection (ADD).
This combination leverages the complementary strengths
of both systems — Diffsody focusing on prosodic aspects
while HUBERT excels in semantic understanding.

II. EXISTING RESEARCH METHODS

We briefly review related work on prosody disentanglement
and refinement in this section.

A. Prosody Disentanglement

Prosody disentanglement aims to factorize prosodic at-
tributes, such as intonation, stress, and rhythm, from speech
signals. Disentangled prosodic attributes are useful for control-
lable TTS synthesis. Global style tokens [16] are integrated
into TTS systems to automatically discover and improve
speaking styles, such as timing and rhythm. Additionally, emo-
tion [[17], intensity [[18]], tempo [19] or style [20] classifiers are
combined with TTS models to control synthesized results in
a supervised fashion. Recently, a prosody alignment loss [21]
was used to connect acoustic and textual prosody information.

Different from supervised schemes which require human
annotations, unsupervised information bottleneck approaches
are proposed to disentangle prosody by controlling information
flows and bottleneck dimensions (for instance, AutoVC [5],

SpeechFlow [6] and NANSY [7]). However, bottlenecks need
to be carefully designed and it is expensive and time-
consuming to manually explore a suitable dimension.
Additionally, since prosody information is jointly modulated
by different attributes, it is hard to build one encoder for each
attribute and enumerate all components entirely. Different from
previous work which focuses on decomposing limited fine-
grained prosodic attributes for controllable TTS, in this paper,
we aim to factorize high-level prosody representations that
reflect the overall emotional and mental states of speakers.

B. Prosody Refinement

Prosody refinement is basically to learn speaker-invariant
prosody representations and eliminate undesired factors [22],
e.g. domain-specific information, since prosody production
and expression are attached to semantic content and can
be very individual. Refined representations can effectively
improve robustness and the ability of generalization. Many ap-
proaches are proposed to refine prosodic information, such as
extracting speaker-independent emotion features using wavelet
packet analysis [23] and adopting adversarial multitask train-
ing to relieve domain mismatch [11]. Besides, gradient re-
versal [24], triplet-loss objective [25] and adversarial mutual
information [12] are utilized for prosody refinement. Recently,
Chen et al. [26] eliminated speaker information by feeding
perturbed pitch features to the pre-trained Emotion2Vec [27]
model.

Different from previous work which focuses on small
datasets with limited speakers, we propose the scheduled
gradient reversal technique and evaluate our method on a large
(6000 hours) and challenging (> 1500 speakers) corpus.

IIT. METHODOLOGY

In this section, we demonstrate the novelties of this paper,
i.e. conditional diffusion denoiser, scheduled gradient reversal
and loss function.

A. Diffusion Denoiser

The diffusion model gradually converts original data into
Gaussian distributions by a parameter-free forward process
and denoises Gaussian noises to restore the original data by a
parameterized reverse process [28]].

Forward Process. We define the data distribution as ¢(xo)
with xo ~ ¢(xg). The forward process is defined by a fixed
Markov chain (Eq.[I) from x¢ toTlatent variable x in T steps:

q(x1.7 | X0) 1= Hq (x¢ | x¢—1) (D
=1

At each forward step ¢ (0 < t < T), the previous sample x¢_1
is added with a small Gaussian noise to obtain x; according
to a variance schedule (g, ...371:

q(x¢ | x¢1) =N (Xt; vi- ﬁtxtfhﬁt]:) ()

Reverse Process. The reverse process is defined by a Markov
chain with trainable parameters 6 from x7 to xy and aims to
recover clean samples from Gaussian noises.

T
Do (XO:T—1|XT) = Hpe (Xt—l \ X¢, C) 3)
t=1
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where (g and oy are neural networks with shared parameters
0 to estimate the mean and the standard deviation respectively,
and ¢ = (y, s,p) is the condition to guide the reverse process
generating target semantic content y, specific speaker voice s,
and desired prosody information p.

B. Scheduled Gradient Reversal

Gradient Reversal Layer (GRL) [29] is originally proposed
to process domain adaptation problems and learn more general
representations. The GRL is added between an additional
domain classifier and a feature extractor, and takes no actions
(outputs are the same as inputs) during forward propagation,
but the gradients backpropagated to the feature extractor
are reversed by multiplying a negative value —\g4, where
0< Ay <1

0Ly, 9L
o0, 900,

(&)

where Lg is the loss function of a domain classifier. 0y and
04 are the parameters of the feature extractor and the domain
classifier respectively. A4 used in GRL gradually changes from
0to 1 by Eq.[d

2

Nyg= —— -
7 1+4exp(—y-p)

-1 (6)

where ~ is a constant and p = n/N. n is the current step and
N is the total number of training steps.

However, gradient reversal starts from the beginning of the
model training. We found the domain classifier is too weak
to provide reliable gradients at the early phase. Consequently,
we propose scheduled GRL by controlling the gradient reversal
time with \s (Eq. [7).

4
T Trep(p) @

We compare the original GRL (red curve) and our proposed
sGRL (gray curve) strategies in Fig. 2| Different from GRL
in which ), is always non-negative, the A, in SGRL changes
from —1 to 1 gradually. When A, < 0, gradients are normally
backpropagated to the feature extractor without reversal to let
the domain classifier learn reliable knowledge. Then, gradient
reversal happens when A; > 0.
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Fig. 2. Comparison of A curves used in GRL and sGRL.

C. Loss Functions

The loss function consists of several parts that are calculated
with Mean Square Error (MSE), Mean Absolute Error (MAE),
or Additive Angular Margin (AAM) loss [30].

Lyiten = MSE(p, ) 8)
Lenergy = MSE(e,?) )
Lauration = MSE(d, d) (10)
Lopearer = AAM (spk, spk) (1)
Lomer = MAE(z,7) (12)

where p,e,d, spk,x are the predicted pitch, energy, dura-
tion, speaker, and mel-spectrogram values respectively, and
D, €,d, spk, T are the ground-truth labels. Diffsody is opti-
mized by the weighted loss £ that is combined by Eq.
where o, = ap, = 1 and o = g = a5, = 0.1.

L= ap‘cpitch + ae£ene7'gy + 05d£du’ration (13)
+as£speaker + amﬁmel

IV. MODEL ARCHITECTURE

As shown in Fig. 3| (a), Diffsody consists of several encoders
and one decoder. One semantic encoder maps the discrete
speech units into latent space vectors. One pretrained speaker
encoder provides identity embeddings for each speaker. One
prosody encoder learns sentence-level prosody representations.
In addition, a diffusion denoiser reconstructs mel-scale spec-
trograms with the above three information flows. Furthermore,
a refinement module constrains the prosody encoder to capture
pitch, energy and rhythm information, and avoid speaker
information leakage. During pretraining, the speaker encoder
is frozen.

A. Prosody Encoder

The prosody encoder is based on the ECAPA-TDNN [31]
model which is designed for speaker verification. We show
the ECAPA-TDNN model details in Fig. 4] which begins with
a Time Delay Neural Network (TDNN) [32] layer, followed
by three SERes2Blocks. The SE-Res2Block consists of two
Convolution Neural Network (CNN) layers with a kernel size
of one (1D-CNN), a Squeeze-Excitation (SE) [33] block and
a dilated Res2Net [34]]. Then a 1D-CNN combines outputs
from the three previous SE-Res2Blocks, followed by attentive
statistics pooling and a Fully Connected (FC) layer. The
dilation factors used in the first three SE-Res2Blocks are 2, 3,
and 4 respectively. The channel size used in the above three
blocks is 1024 with a kernel size of 3. The output vector
with 192 dimensions from the last FC layer is treated as the
prosody representations p which will be fed into the diffusion
denoiser for spectrogram reconstruction, and pitch and energy
prediction.
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Fig. 3. (a) The proposed Diffsody architecture and (b) the details of the diffusion denoiser.
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Fig. 4. Architecture of the prosody encoder.

B. Speaker Encoder

The speaker encoder is based on the Deep Speaker [35]
model which is trained on the 960 hours LibriSpeech dataset
with 2484 speakers. Deep Speaker achieves a 2.5% equal error
rate on the LibriSpeech test set. We extract a 512-dimensional
vector for each sentence, then average all vectors belonging
to the same speaker as the final speaker embedding s used in

Fig. 3

C. Semantic Encoder

Semantic information is usually obtained by a well-trained
Automatic Speech Recognition (ASR) system. However, it is
difficult to train a reliable ASR model since massive labelled
data is required. In addition, ASR models are not robust to
unseen noise or emotional speech [36, [37]. As an alternative,
we use the self-supervised HuBERT [38]] speech representation
model to represent semantic content. HuBERT enables us to
work on more emotional speech or variant styles that would
lead to a significant degradation in the performance of an ASR
model.

As shown in Eq. |14} the input speech signal = = (o, ..., x¢)
is firstly embedded into continuous vectors by the pretrained
HuBERTEI, followed by the k-means algorithm that quantizes
the continuous speech representations into cluster labels u =

Thttps://huggingface.co/facebook/hubert-base-1s960

Algorithm 1 Quantization of semantic content using K-Means
clustering algorithm.
Input:
X: Set of data points
K: Number of clusters
M: Maximum number of iterations
Output:
centroids: Set of cluster centroids
assignments: Assignments of data points to clusters
Initialization:
Select K initial centroids randomly from X
centroids = RandomlySelectKPoints(X, K)
forall m e {1,..., M} do
# Assignment Step
for each data point = in X:
Find the nearest centroid ¢ for x based on Euclidean
distance
Assign z to the cluster represented by c
assignment[z] = FindNearestCentroid(x, centroids)
# Update Step
for each cluster c:
Recalculate the centroid of c as the mean of all points
assigned to ¢
centroids[c] = CalculateNewCentroid(c, assignments)
end for
return centroids, assignments

(ug, ..., ut), €.g. “23, 23, 2, 2, ..., 57”. The number of clusters
used in this work is 200 since we found clustering with 200
classes performs much better than with 50 or 100 classes. The
detailed quantization process is shown in Algorithm 1.

u = k-means(HuBERT (z)) (14)

To clean semantic content, we then remove repetitions and
filter the rhythm information (u — w), e.g. “23, 23, 23, 2, 2,
vy ST — 23, 2, ..., 577, which ensures the model can only
reconstruct thythm information from the prosody encoder. It
has been proven that the quantization and deduplication pro-
cesses can effectively remove speaker [39] and prosody [40]
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information respectively. The deduplicated number sequences
are treated as speech units in this paper.

As shown in Fig. [3] (a), the semantic encoder transforms
discrete speech units into a latent space, which consists of four
Feed-Forward Transformer (FFT) blocks [19]. The dimensions
of unit embedding and self-attention are set to 256, with 2
attention heads and kernel size 9 in each self-attention and
convolution layer respectively.

D. Diffusion Denoiser

The diffusion denoiser aims to recover a clean mel-
spectrogram from a noisy one x; by conditioning it on the
speaker, prosody and semantic information, in addition to
the step embedding ¢. We utilize the denoiser proposed in
DiffWave [41] 42]], in which a non-causal architecture is used
for speech synthesis. The adoption of non-causal convolution
enables a larger receptive field from both the left and right
context. As shown in Fig. E] (b), the denoiser consists of N
residual blocks and the outputs from all blocks are added to
reconstruct mel-spectrogram with two Conv1D layers. In each
residual block, speaker and prosody embeddings are structured
to 256 dimensions with FC and Conv1D layers. The addition
of speaker, prosody and semantic embeddings are treated as
additional conditional inputs to control the generated results.
The merged conditions are then sent to tanh and sigmoid func-
tions after the projection of a Conv1D layer (k=3), followed by
a multiplication process. After multiplication, the intermediate
embeddings are divided into two flows. One flow is used for
mel-spectrogram reconstruction and the other one is sent to
the next residual block after adding up the noisy spectrogram
x,; and the embedding of time step ¢. Based on empirical
results, we determined 30 being the best number of forward
and denoising steps.

E. Refinement Module

1) Pitch and Energy Predictor: The predictors begin with
one FC layer, followed by ConvlD, ReLU function, layer
normalization (LN), and dropout. Finally, one FC layer is used
to predict feature values.

2) Length Regulator: We remove the rhythm information in
speech unit sequences by merging adjacent repetitions at the
unit level. The length regulator aims to recover the rhythm
information by taking the prosody representation and speech
units as input, which enables the prosody encoder to learn
rhythm information. The repetition times in the duplicated
speech units are treated as the training target, e.g. “23, 23,
23,2,2,..,57" — “3,3,3, 2,2, ..., 1”. The length regulator
architecture is the same as the pitch and energy predictors
(FC+Conv1D+ReLU+LN+dropout+FC).

3) Speaker Recognizer: We add a speaker recognizer and
combine the SGRL technique to refine prosody representations.
The reversed gradients calculated with the speaker loss func-
tion are backpropagated to the prosody encoder. The speaker
recognizer consists of two FC layers and an Additive Angular
Margin (AAM) loss [30] with a margin of 0.2 and softmax
scale of 30.

F. Step Encoder

The step encoder is used to convert the discrete time step
t into a continuous vector, which begins with a sinusoidal
position embedding layer [43], followed by two FC layers to
map embeddings into the required dimensions.

V. DIFFSODY PRETRAINING

In this section, we detail the dataset and model configura-
tions used for Diffsody unsupervised pretraining.

A. Dataset

Diffsody is pretrained on the LibriLight [44] dataset. Libri-
Light is a large, freely available corpus used for unsupervised
or self-supervised speech recognition, which is collected from
audiobooks with reading styles. All files in this dataset have
been categorized by speaker id, therefore, the speaker informa-
tion can be utilized. In this paper, we only utilize the medium
subset for pretraining, which contains around 6000 hours of
speech from 1592 speakers. 2000 randomly selected samples
from LibriLight are utilized for validation.

B. Pitch and Energy

Pitch extraction is not reliable, especially on unvoiced
regions [45]], and can lead to sharp changes in pitch contours.
Inspired by FastSpeech2 [46], instead of directly predicting
pitch values, we process pitch sequences with Continuous
Wavelet Transform (CWT) [47] beforehand. The transformed
spectral features with CWT are treated as training targets of
the pitch predictor. Specifically, we extract pitch contours with
the Parselmouth’| package and normalize them to zero
mean and unit variance for each utterance to remove potential
speaker information. Then, the normalized pitch values are
transformed to spectral features by the PyCWIE] package. In
addition, we calculate the amplitude of each frame after Short-
Time Fourier Transform (STFTﬂ and normalize energy values
to zero mean and unit variance as well.

C. Model Setups

To ensure the reproducibility of our results, we provide
detailed configurations and parameters for the Diffsody model.
The semantic encoder uses a transformer-based architecture
similar to WavLM to map discrete speech units into latent
space vectors. The speaker encoder, based on the Deep
Speaker model, is pretrained on the 960-hour LibriSpeech
dataset and extracts a 512-dimensional vector for each sen-
tence, with the final speaker embedding obtained by averaging
vectors from the same speaker. The prosody encoder is based
on the ECAPA-TDNN model, consisting of a TDNN layer
followed by three SE-Res2Blocks with dilation factors of 2,
3, and 4, and a channel size of 1024. The output from the last
FC layer is a 192-dimensional vector representing the prosody.
The refinement module prevents speaker-specific information
leakage and includes pitch and energy predictors. Diffsody is
pretrained on the LibriLight medium subset (6000 hours, 1592

Zhttps://parselmouth.readthedocs.io/en/stable/
3https://pycwt.readthedocs.io/en/latest/
“https://github.com/pseeth/torch-stft
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speakers), then fine-tuned on the IEMOCAP and DAIC-WOZ
datasets with a learning rate of 2e-6 for the prosody encoder
and 2e-5 for the classification FC layer.

Gradient clipping with a threshold of 1.0 and early stopping
are adopted to avoid overfitting. In addition, gradient accu-
mulation is used to simulate multi-GPU training. Diffsody is
pretrained with a batch size of 24 and 5000 warm-up steps. We
use the Adam optimizer [48] with 5; = 0.9 and B2 = 0.98 and
the cosine Learning Rate (LR) decay strategy with an initial
value of le-4. All experiments are conducted on eight 32G
memory NVIDIA Tesla V100 GPUs.

We extract the magnitude using the STFT with 1024 fre-
quency bins and a 1024 window length with a 256 stride
from 16k sampling rate audio. The mel-scale spectrograms
are obtained by applying an 80-channel mel filter bank to
the magnitude. SpecAugment [49] with two frequency masks
(maximum width of 50) is utilized on the fly during training.

VI. EXPERIMENTS ON DOWNSTREAM TASKS

In this section, we first perform Speaker Verification (SV)
experiments and visualize the learned prosody representations
to quantitatively and qualitatively verify the proposed sGRL
method on prosody representation refinement respectively.
Then, we explore the effect of prosodic embeddings disentan-
gled by Diffsody on speech emotion recognition and automatic
depression detection experiments.

A. Experiments of Speaker Verification

1) Dataset and Configuration: To verify the effect of
our proposed scheduled GRL method, we perform speaker
verification experiments by using the learned prosody embed-
dings obtained from different methods. We randomly split the
LibriSpeech subset train-clean—-100 [3S0] into training
and testing sets with the ratio of 9:1 from 251 speakers. One
FC layer is added at the top of the prosody encoder to perform
classification. All the parameters in the prosody encoders are
frozen to retain the knowledge learned by different strategies
and only the FC layers are updated during training.

2) Experimental Results of Speaker Verification: As shown
in Table [I] the lower the accuracy, the less speaker information
left. When not using GRL or sGRL, the accuracy reaches
82.5%, which reveals that a lot of speaker identity information
is leaked from the prosody encoder. The trend of informa-
tion leakage is alleviated when adopting the GRL technique,
but still cannot be completely prevented. When using the
representations trained with our sGRL, the accuracy drops
dramatically to only 8.3%. The low accuracy demonstrates
the rare speaker information left in the prosody embeddings.
Besides, we explore the effect of v which controls the change
rate of A\, and obtain the best performance with v = 10.

Additionally, as shown in Fig. [5] we visualize utterances
from randomly selected two (the first row) or four (the second
row) speakers with t-SNE [51]]. Compared with the models
without using GRL and with GRL, the representations learned
with sGRL appear indistinguishable in the speaker dimension,
which further qualitatively verifies the effectiveness of our
sGRL method.

TABLE I
SPEAKER VERIFICATION RESULTS WHEN TRAINING THE PROSODY
ENCODER WITHOUT GRL, WITH GRL, AND WITH SGRL.

Methods A v Accl
w/o GRL - - 82.5
0.,1) 5 39.4
GRL o,1) 10 311
0,1) 20 352
L,) 5 119
sGRL  (-1,1) 10 83

(-L,1) 20 9.7

B. Experiments of Speech Emotion Recognition

1) Dataset and Configuration: We conduct SER exper-
iments on the widely used IEMOCAP dataset [52f. 5531
utterances are used for training and testing, which include four
emotions, i.e. angry, sad, happy, and neutral. The dataset is
comprised of five sessions with two speakers in each session.
We conduct SER experiments with leave-one-session-out and
5-fold cross-validation settings.

During SER experiments, only the prosody encoder is
adopted. One additional FC layer is directly added on top
of it to perform classification. Different learning rates are
used in the prosody encoder (le-6) and FC layer (le-5) to
retain learned prosodic knowledge. We report the experimen-
tal results with two metrics, Weighted Accuracy (WA) and
Unweighted Accuracy (UA).

2) Experimental Results of Speech Emotion Recognition:
We compare our model with the state-of-the-art supervised
and unsupervised learning methods on SER in Table [II} For a
fair comparison, we reproduce SpeechFlow and pretrain it on
LibriLight. The outputs from the rhythm and pitch encoders
are concatenated and used for emotion classification.

When directly utilizing the pretrained prosody representa-
tions by fine-tuning the prosody encoder with one FC layer, we
obtain 68.63% WA and 69.57% UA, which is worse than the
supervised and unsupervised models. This is because seman-
tic content usually dominates the emotion expression while
prosody plays an auxiliary role in emotion perception [53].
The Prosody encoder only disentangles suprasegmental infor-
mation from speech but does not contain any semantics.

Additionally, the prosody representations learned by Dift-
sody are complementary to the HuBERT and WavLM repre-
sentations. When combining the prosody representations with
HuBERT or WavLM, we outperform the state-of-the-art super-
vised and unsupervised methods on both WA and UA metrics.
This is mainly because the unsupervised learning models, e,g.
HuBERT, are mostly trained with mask prediction, similar to
BERT [68]], which leads the model to focus more on semantic
content and limited context variations but neglect long-term
non-verbal information.

Instead, Diffsody aims to reconstruct the overall mel-
spectrograms by sentence-level representations. Moreover, the
reconstruction loss is calculated frame by frame, and pitch
and energy losses constrain the prosody encoder paying more
attention to the entire utterance, which enables Diffsody to
capture global variations.
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Fig. 5. t-SNE visualization of the prosody representations learned (a) without GRL, (b) with GRL and (c) with our proposed sGRL methods on two and four

random speakers. (F: female, M: male)

TABLE 11
RESULTS OF SER ON THE IEMOCAP DATASET WITH 5-FOLD
CROSS-VALIDATION AND LEAVE-ONE-SESSION-OUT SETTINGS.

Methods WAT  UAT
Supervised Methods

CNN-ELM+STC attention [54] 61.32  60.43
Audiozs [55] 60.64 61.32
1S09-classification [56] 68.10  63.80
Co-attention-based fusion [57] 69.80 71.05
TCN+self-attention w/AT [58] 65.00 66.10
SpeechFormer++ [39] 70.50  71.50
DST [60] 71.80  73.60
EmoAug [61] 72.66  73.75
Unsupervised Methods

Wav2Vec (frozen) [62] 59.79 -
Data2Vec Large [63] 66.31 -
WavLM Large (frozen) [64] 70.62 -
HuBERT Large (frozen) [38] 67.62 -
SpeechFlow [6] 65.82 68.97
Prosody2Vec [40] 7242 7325
HuBERT Large (fine-tune) 70.44  71.37
WavLM Large (fine-tune) 72.05 73.13
Vesper [65] 73.70  74.30
ENT [66] 7243  73.88
FLEA [67] 7470  75.70
Our Methods

Diffsody 68.63  69.57
Diffsody + HuBERT Large 7423 74.88
Diffsody + WavLM Large 75.41 76.18

C. Experiments of Automatic Depression Detection

1) Dataset and Configuration: We use the Distress Analy-
sis Interview Corpus/Wizard-of-Oz (DAIC-WQOZ) dataset [69]
for the ADD task, which is designed for mental health problem
detection. The DAIC-WOZ dataset is collected through clinical
interviews where an animated virtual interviewer communi-
cates with interviewees. We randomly split the official training
set with the ratio of 8:2 for model training and parameter turn-
ing respectively. The model performance is finally evaluated
on the validation set since the labels for the test set are not
available, which is consistent with previous work [59, [70].

WA and UA metrics are used to evaluate the model perfor-

mance as well. One FC layer is added on top of the prosody
encoder for classification. In addition, different learning rates
are used in the prosody encoder (2e-6) and FC layer (2e-5).
2) Experimental Results of Automatic Depression Detec-
tion: We compare our method with previous work in Table
When directly fine-tuning the prosody encoder pretrained on
LibriLight, our model achieves 69.9% WA and 67.5% UA,
which is not as good as the SpeechFormer++ model. We
analyze that the LibriLight dataset is collected from voice
books with clean and high-quality speech, while the DAIC-
WOZ dataset is collected spontaneously in a noisy environ-
ment containing a lot of background and computer noises.

TABLE III
RESULTS OF AUTOMATIC DEPRESSION DETECTION EXPERIMENTS ON THE
DAIC-WOZ DATASET, WHERE “W/O NOISE” MEANS DIFFSODY IS
PRETRAINED ON CLEAN LIBRILIGHT, AND “W NOISE” REPRESENTS
DIFFSODY IS ADAPTED ON NOISY SPEECH.

Methods WAt UAT
TOAT [/70] 71.7 429
FVTC-CNN [71] 71.4 70.3
EmoAudioNet [72] 68.6 70.1
SpeechFormer++ [59] 77.1 72.6
HuBERT Large (fine-tune) 75.3 73.1
WavLM Large (fine-tune) 75.8 73.3
Our Methods

Diffsody w/o noise 69.9 67.5
Diffsody w noise 742 70.6
Diffsody + HuBERT Large  79.4 75.1
Diffsody + WavLM Large 79.7 75.9

To improve the robustness of Diffsody, we retrain it on a
noisy dataset. Specifically, we add five kinds of room impulse
responsesE] to the clean LibriLight dataset. Besides, 10 noise
sources [73]], such as announcements, appliances, and traffic,
are added to the reverberated speech with three levels of
speech-to-noise ratio (0, 8, and 16). The Diffsody model
reconstructs clean mel-scale spectrograms by disentangling
robust prosody representations from noisy speech.

Shttp://www.iks.rwth-aachen.de/en/research/tools-
downloads/databases/aachen-impulse-response-database/
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After training Diffsody with noisy speech, as shown in the
row of “Diffsody w noise” in Table we obtain signifi-
cant improvement on both UA and WA. When combining
the prosody encoder outputs with the HUBERT or WavLM
representations, we surpass the state-of-the-art model, Speech-
Former++, with 79.4% WA and 75.1% UA. Experiments on
the ADD task further reveal that Diffsody can capture long-
term suprasegmental information that is complementary to
models mainly representing semantic content.

VII. ABLATION STUDY AND DISCUSSION

In this section, we conduct a series of ablation experiments
to deeply understand the model architecture and confirm the
effectiveness of model design strategies.

A. The Effect of sGRL and Refinement Module

As shown in Table V] we explore the importance of sGRL,
pitch predictor, and energy predictor on emotion recognition
and speaker verification tasks. When removing our proposed
scheduled gradient reversal module, the unweighted accuracy
on the SER task declines substantially, since the leakage of
speaker information in prosody representations reduces the
model generalization and leads to a poor performance for
unseen speakers.

Model performance also drops on emotion recognition when
training Diffsody without a pitch predictor since pitch re-
flects intonation and stress which are important prosodic cues
on emotion expression. Additionally, the speaker verification
accuracy goes up a little, which reveals that training with
normalized pitch values can help to restrain the model from
learning speaker information.

TABLE 1V
ABLATION STUDY ON SER AND SV TASKS WHEN TRAINING DIFFSODY

WITHOUT SGRL, WITHOUT THE PITCH PREDICTOR, WITHOUT THE
ENERGY PREDICTOR, AND WITHOUT THE ABOVE THREE MODULES.

Methods UAT Accl
Diffsody 69.6 8.3
w/o sGRL  61.0 82.5
w/o pitch predictor  63.3 9.1
w/o energy predictor  66.0 8.3
w/o 3 modules  60.2 82.9

When removing the energy predictor, the result of emo-
tion recognition drops as well. Emotion intensity is strongly
correlated to acoustic energy. Training with the energy pre-
dictor can help the model learn energy-related information
and distinguish different emotion intensities. However, the
accuracy of speaker verification does not change substantially
since energy is not strongly related to speaker identity. When
training Diffsody without the three modules, the performance
on both SER and SV drops significantly, which confirms our
design strategies proposed in this paper.

B. Comparison with Hand-crafted Prosody Features

To compare the performance of the prosody features ex-
tracted by Diffsody and hand-crafted ones, we manually
extract 15 prosody features with Opensmile [[74]] including FO,

duration, energy, etc. We present the performance of different
prosody features on SER in Table Diffsody achieves
significant improvement on emotion recognition compared to
Opensmile features. This is because manually enumerating all
prosodic attributes can be challenging, Diffsody can factorize
comprehensive high-level prosody representations. Moreover,
as complementary features to WavLM, Diffsody exhibits a
more pronounced complementarity effect.

TABLE V
COMPARISON OF PROSODY FEATURES ON SER EXPERIMENTS.

Method WAT  UA?T
Opensmile 50.21  51.32
Diffsody 68.63  69.57
WavLM + Opensmile 72.98  73.71
WavLM + Diffsody 7541 76.18

C. Learning Rate Selection for Fine-tuning

The choice of learning rate in neural network models can
significantly impact convergence and model performance, par-
ticularly in fine-tuning pre-trained networks. In this work, we
experimented with various learning rate strategies to optimize
the performance of the Diffsody model during fine-tuning. We
conducted a grid search over learning rates in the range of le-
4 to le-7. The final selection of learning rates involved setting
a learning rate (le-6) for the pre-trained prosody encoder to
retain previously learned general representations, and a larger
learning rate (le-5) for the new layers added for specific
downstream tasks (such as SER and ADD). This strategy
allowed the fine-tuning process to focus on task-specific learn-
ing without disturbing the learned prosody representations
excessively.

We show the results of using different learning rates in
prosody encoder and the classifier (FC) in Table where
finetune-1 and finetune-2 use the same (le-5) and the smaller
(1e-6) learning rates as the FC layer respectively. Fine-tuning
the pretrained prosody encoder with a reduced learning rate
effectively adapts it to the downstream task, resulting in
notable improvement.

TABLE VI
DIFFSODY PERFORMANCE ON SER WITH DIFFERENT LEARNING RATES.

Method  WA1T UAT

Diffsody (frozen) 55.36 56.41
+ finetune-1  62.17  63.97

+ finetune-2  68.63  69.57

D. Comparison of Pretraining Curves Using GRL and sGRL

We visualize the training loss curves of GRL and sGRL
methods in Fig. @ Different from the GRL loss, the sGRL loss
goes down then up, which warms up the speaker recognizer
and enables it to provide instructive gradient directions. With A
becoming positive values, the gradients are reversed gradually
to guide the prosody encoder to learn speaker-independent
representations.
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Fig. 6. Comparison of speaker recognition losses using GRL and sGRL.

E. Comparison of Causal and Non-causal Approaches

Non-causal convolution allows the current output to depend
on both past and future values of input speech signals. This
means that when computing the output at a given time step, it
has access to data before and after that point. Instead, causal
convolution is particularly useful in real-time scenarios where
only past information is available. We conduct experiment to
explore the potential of Diffsody in real-time applications with
causal convolution and the effect of receptive field on diffusion
denoiser in Table with two evaluation metrics:

1) Mel-Cepstral Distortion (MCD) is adopted to quantify
the distortion between two mel-scale cepstral features
objectively, and smaller values equal better performance.

2) Perceptual Evaluation of Speech Quality (PESQ) is a
standardized method designed to objectively measure
and predict the perceived quality of a speech signal as it
would be judged by human listeners, and larger values
equal better performance.

TABLE VII
THE EFFECT OF CAUSAL AND NON-CAUSAL CONVOLUTION IN DIFFUSION
DENOISER.
Method MCDJ]  PESQ?T
causal convolution 6.23 1.27
non-causal convolution 5.06 1.43

We show the results in Table Non-causal convolution
provides a more comprehensive information processing ca-
pability and better performance on MCD and PESQ. It is
worth noting that Diffsody trained with causal convolution
achieves competitive performance with the one trained with
non-causal convolution. We would like to explore more real-
time applications in the future work.

F. Visualization of Pretraining

We show the energy and pitch contours in Fig. [/| Com-
pared with the ground-truth values, the energy predictor
can successfully generate energy changes from the prosody
representations, which enables the prosody encoder to learn
energy-related information. Besides, the pitch curve predicted
by Diffsody is smoother than the ground-truth values, which
reveals that Diffsody captures more robust pitch information
and is not easily affected by the noises in the pitch.

G. More Applications

We have shown that Diffsody can capture utterance-level
prosody information, which significantly boosts classification

Energy

= Ground truth

Pitch

Ground truth

= Predicted

Predicted

Fig. 7. The reconstructed energy contour and the pitch contour which is
restored from predicted spectral features with the inverse CWT algorithm.

performance on SER and ADD. Moreover, we can easily
clone different voices or speaking styles by controlling the
inputs of the speaker or prosody encoders. When representing
style reference inputs to the prosody encoder, we can transfer
the given styles to original speech while keeping the voice
unchanged. When feeding a different voice to the speaker
encoder, we can perform voice cloning while retaining the
speaking style. See our project websiteﬁ for more details.

H. Discussion

In the context of emotion recognition and depression detec-
tion, Diffsody excels by effectively disentangling and refining
prosody representations. The key lies in integrating the dif-
fusion model and the scheduled gradient reversal layer. The
diffusion model conditions on quantified semantic information
and pretrained speaker embeddings to generate high-quality
prosody representations, capturing both prosodic nuances and
semantic content.

The prosody encoder learns these representations unsuper-
vised, allowing the model to adapt to various speaking styles
and emotional expressions without explicit labeling. The sGRL
prevents the leakage of speaker-specific information, ensuring
the extracted prosody is truly speaker-independent, which is
crucial for tasks like speaker-independent emotion recognition
and depression detection. For example, in scenarios with
overlapping emotional cues and varying speaking styles, the
diffusion model disentangles mixed signals by focusing on
consistent prosodic patterns. The sGRL maintains the integrity
of these representations, enabling Diffsody to accurately rec-
ognize emotions even in noisy or ambiguous data.

In addition, the use of self-supervised learning for semantic
representations and the unsupervised learning of prosody rep-
resentations ensure that the model can generalize to different
linguistic contexts without requiring extensive labeled data.
The flexibility of the diffusion model and the sGRL allows
Diffsody to be fine-tuned on new datasets with minimal
adjustments.

1. Limitations and Future Work

Despite the promising results, Diffsody has several limi-
tations that warrant further investigation. One key limitation
is the computational demand of the diffusion model, which,
while efficient, still requires significant resources for large-
scale training. This can be a challenge in scenarios with limited

Shttps://leyuanqu.github.io/Diffsody/



IEEE TRANSACTIONS ON NEURAL NETWORKS AND LEARNING SYSTEMS

computational power. To mitigate this, we plan to explore
lightweight variants of the diffusion model that maintain disen-
tanglement quality while reducing computational complexity.

Additionally, the current implementation of Diffsody fo-
cuses on English speech. Extending the model to other lan-
guages and dialects is essential for broader applicability. We
will investigate the use of multilingual datasets and cross-
linguistic transfer learning to improve the generalizability of
the model.

VIII. CONCLUSION

In this paper, we propose Diffsody to disentangle prosody
information from speech signals by leveraging conditional
diffusion models. Diffsody processes three essential elements
in speech, i.e. semantic content, speaker identity, and prosody
representations. Semantic and speaker information is directly
provided by pretrained models, while prosody representations
are automatically learned by reconstructing mel-spectrograms
without any human annotations. In addition, we propose sGRL
to refine the prosody representations and avoid leakage of
speaker information from the prosody encoder. The speaker
verification results confirm the effectiveness of sGRL. Addi-
tionally, we also surpass the state-of-the-art models on SER
and ADD tasks when combining Diffsody with HuBERT.
The experimental results suggest that Diffsody can process
prosody information effectively, which is complementary to
self-supervised models that mainly learn semantic information.
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