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2. Introduction

This report describes the progress made on work package 15.2 of the MirrorBot project. The objective of this work package is the technical realization of components of a robot assistant that responds to language commands with appropriate actions in the MirrorBot scenario (see Report 2 (WP 7.1) and Report 16 (WP 15.1)). This is realized by integrating language, vision and action in simulated cortical model areas. The software is modular and the system integrates software from Sunderland, Ulm and Nancy. In this report we describe the functional modules and the system architecture, the software modules provided by the three partners, and the methods of integration used to combine the modules. 
3. System architecture and Dataflow
The overall architecture of the Trainable MirrorBot Assistant robot is divided into a sensory, a cognitive and a motor system. Figure 1 depicts the three-stage architecture of the integrated MirrorBot robot assistant system, described in Nicolas Rougier et al. (2005). It is composed of modules, which exchange data over defined interfaces via CORBA and sockets. The combination of these modules forms a complete executable architecture. All necessary components (sentence input, visual processing, action planning, hardware control and object recognition) are combined and used together. 
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Figure 1. The overall MirrorBot assistant robot architecture.

4. Overview of the System Architecture
In this chapter, we describe the modules and models that have been developed to implement the system architecture described in Figure 1.  An overview of the system structure is given below.  The architecture is made up of three layers: sensory, cognition and motor.  The first layer the sensory layer contains the following:
· Sentence Input and Output
The robot receives auditory and typed instructions specifying the tasks to be accomplished. This module constitutes the interface between the user and the robot and uses a speech recogniser for auditory processing. This module is also used to provide output of the current status of the robot.
· Visual Attention

As soon as the instruction "seek" appears, this module tries to search the input picture of the camera for potential places, which could contain the requested object.

The second layer is the cognitive system which takes in pre-processed values from the sensory system modules:

· Cortical Language Processing

This module examines the incoming sentences for their syntactic and content wise correctness. If a correct sentence is recognized, it is handed over to the Cortex simulator as a task.

· Object Recognition

The object recognition classifies each found range of the attention control and sends the object category as well as the object position to the Cortex simulator.

· Cortical Action Planning
This central control unit which we also refer to as the Cortex Simulator controls any communication with the external world. It receives its tasks from the sentence analysis and processes the visual and sensorimotor inputs, which are sent via CORBA. The instructions in the motor areas are likewise made available for other modules via CORBA.
The third layer contains the motor modules (Pan/Tilt Control, Motor Control). There are different modules with different motor tasks. They react only to certain instructions in the motor areas. The modules run in parallel at the same time because only one of the modules is setting motor commands while the others only wait for their commands in the motor areas. The five modules are: 
· Object Seeking: 
Looking for an object by moving the camera

· Object Tracking:
Moving the camera to center the object in the 
      middle of the image.

· Docking: 

Moving the robot in front of the table or in front of          

an object to grasp or put object
· Grasping:
 
Grasp and lift an object with the gripper 
· Wandering:
The robot wanders through the environment 
Two different communication ways (CORBA and Sockets) are used to exchange data between the individual programs. 
5.
Implementation of system architecture
In the following sections of this report there is a description of how the components of the system architecture have been implemented.  These modules and models were developed as collaborations between the computational partners of Nancy, Ulm and Sunderland.  This was done based on motivation from the biological partners of MRC, Cambridge and Parma.

5.1 Sentence input and output
The MirrorBot assistant can offer speech input either through the button pressing to provide the input sentence or through actual speech recognition.  The program for using button pressing is shown in Figure 2. Once an instruction sentence is inserted it is sent via CORBA to the language areas of the Cortex program for processing.

The assistant also offers a verbal response of its current state.  Previously all three MirrorBot partners working in computation have tested the Sphinx speech recognition and Festival speech production software but found it unreliable. In particular, it is unsuitable (i) in noisy conditions such as if installed on the robot and if run while robot sonar sensors are “clicking” and (ii) if speakers have a non-American accent. As a response the CSLU speech recognition and production software which runs under Windows has been tested and found more robust. It will therefore be attempted to run CSLU on a laptop computer on the robot, as shown in Figure 3. 

As the CSLU toolkit is designed to run on a Windows machine the robot needed to communicate with the interface using TCP/IP. This was achieved by having the robot act as a server and having the laptop running the speech recognition and production requesting a connection to the robot. Below is the code that was run on the robot to allow the incoming connection from CSLU toolkit.  Figure 4 illustrates the server client connection via a socket between the robot and the laptop running the CSLU toolkit Interface. Figure 5 shows the CSLU toolkit interface and the code used to create the socket with the robot. 
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Figure 2  The push button program for inputting an input sentence.
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Figure 3 A PeopleBot with a laptop mounted and CSLU toolkit software.
[image: image5.png]Server

Request
< Connection

Accept

Client

The socket
connection has

been
established

= Connection

Messages

7




Figure 4 Communication using sockets.
In Figure 5 open_socket is the section of the program that opens the socket to the robot, state5 sends the empty string to the robot, state3 receives communication from the robot and state4 generates the speech output of the message that the robot returned. The states that receive messages from the robot (3 & 4) are in a continual loop allowing the robot to send several messages. Finally below is the code that the robot uses to send a message to CSLU toolkit:

std::string flush;

baldi_sock >> flush;

baldi_sock << “The socket connection has been established”;

baldi_sock << flush;

Once the connection has been established CSLU toolkit sends a blank string which is stored in the variable flush.  This is used to flush the buffer when the robot is to send a message to CSLU toolkit. This is done with the first two lines of code, the incoming data is received with the >> operator.  Then to send data back to CSLU toolkit the << operator is used e.g. baldi_sock << “Your message”.  This writes the message to the buffer which is then flushed using the blank string. 
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Figure 5 The CSLU toolkit  interface

As can be seen from Figure 6 the CSLU toolkit performs recognition by taking the MirrorBot grammar and producing the phonemes representing the words involved in the grammar.  By using such an approach the CSLU toolkit is able to recognise a restricted set of words and so make this available for the neural language models that have been developed within the MirrorBot project.
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Figure 6 Using the MirrorBot grammar for recognition based on phonemes representations.

5.2 Cortex language processing and action planning
We have designed a cortical model consisting of visual, tactile, auditory, language, goal, and motor areas (see Figure 7), the model on a robot. The cortex language component of the model consists of 15 areas each modelled as a spiking associative memory of 400 neurons.  As shown in Figure 8 the language component of the model can roughly be divided into three parts. (1) Primary cortical auditory areas A1,A2, and A3: First auditory input is represented in area A1 by primary  linguistic features (such as phonemes), and subsequently classified with respect to function (area A2) and content (area A3). (2) Grammatical areas A4, A5-S, A5-O1-a,  A5-O1, A5-O2-a, and A5-O2: Area A4 contains information about previously learned sentence structures, for example that a sentence starts with the subject followed by a predicate. The other areas contain representations of the different sentence constituents (such as subject, predicate, or object, see below for details). (4) Activation fields af-A4, af-A5-S, af-A5-O1, and af-A5-O2: The activation fields are relatively primitive areas that are connected to the corresponding grammar areas. They serve to activate or deactivate the grammar areas in a rather unspecific way.  We stress that the area names we have chosen should not be interpreted as the names of cortical areas of the real brain used by neurophysiologists. However, we suggest that areas A1, A2, A3 might be interpreted as parts of Wernicke’s area, and area A4 as a part of Broca’s area. The complex of the grammatical role areas A5 might be interpreted as parts of Broca’s or Wernicke’s area. The activation fields can be interpreted as thalamic nuclei.
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Figure 7 Cortical architecture involving several inter-connected cortical areas corresponding to auditory, grammar, visual, goal, and motor processing. Additionally the model comprises evaluation fields and activation fields.  
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Figure 8 Cortical areas and inter-areal connections. Each of the 15 areas (boxes) was implemented as a spiking associative memory, where patterns (or assemblies) are stored auto-associatively in local synaptic connection. Each black arrow corresponds to a hetero-associative inter-areal synaptic connection. Blue feedback arrows indicate short-term memory mechanisms.

Each area consists of spiking neurons that are connected by local synaptic feedback. We use the Willshaw model of associative memory for binary patterns and binary synapses. Previously learned entities are represented by neural assemblies of different sizes. Overlaps of different patterns are used to express similarities between the represented entities.  Figure 9 illustrates the basic structure of the spike counter model of associative memory. A local population of n neurons constitutes a cortical area modelled as spiking associative memory using the spike counter model. Each neuron i has four states:  Membrane potential 
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. Counter cHi for spikes received hetero-associatively from N other cortical areas (memory matrices H1,…, HN) where in this model variant cHi is not really a counter since the received spikes are weighed by connection strengths ck of the respective cortico-cortical connections.  Counter cAi for spikes received by immediate auto-associative feedback (via memory matrix A).  Counter c for the total number of spikes that already occurred during the current retrieval within the local area (the same for all local neurons).  
[image: image265.wmf](

)

(

)

t

t

t

t

p

C

p

C

R

-

+

=

+

1

g

d


Figure 9 Spike counter model of spiking associative memory. A local population of n neurons receives external input via N hetero-associative connections Hi each weighed with ci. This input initiates the retrieval where local spikes are immediately fed back via the auto-associative connection A. The counters cH, cA, c represent the number of spikes a neuron receives hetero-associatively and auto-associatively, and summed over the whole area.  

Figure 10 shows the language processing system model after 30 simulation steps when processing the sentence “Bot put plum to green apple”.  
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Figure 10 System state of the language model after 30 simulation steps when processing the sentence “Bot put plum to green apple”. (Processing of a word requires about 5-6 steps on average; during each simulation step the state of the associative network is synchronously updated).

A word stream serves as input to the language processing system, which analyzes the grammar of the stream (Figure 11). The model is capable of identifying regular grammars. If a sentence is processed which is incorrect with respect to the learned grammar, the systems enters an error state, otherwise, the grammatical role of the words is identified.  If the sentence is grammatically interpreted, it becomes possible to formulate what the robot has to do, i.e. the goal of the robot. This happens in the action planning part, which receives the corresponding input from the language processing system. The robot’s goal (e.g. ”bot lift plum”) is then divided into a sequence of simple subgoals (e.g. ”search plum”, ”lift plum”) necessary to archive the goal. The action planning part initiates and controls the required actions to archive each subgoal, e.g. for ”search red plum”, the attentional system will be told to look for red objects.
[image: image266.wmf](

)

t

i

t

i

p

f

w

d

µ

D


Figure 11 The language processing model checking for sentence correctness.

The component of the model for cortical planning, action, and motor processing can be divided into three parts (see Figure 12). (1) The action/planning/goal areas are linked by hetero-associative connections to area A5-P, area G1 contains sequence assemblies (similar to area A4) that represent a list of actions that are necessary to complete a task. For example, responding to a spoken command “bot show plum” is represented by a sequence (seek,show), since first the robot has to seek the plum, and then the robot has to point to the plum. Area G2 represents the current subgoal, and areas G3, G3attr, and G4 represent the object involved in the action, its attributes (e.g., color), and its location, respectively. (2) The “motor” areas represent the motor command necessary to perform the current goal (area G2), and also control the low level attentional system. Area M1 represents the current motor action, and areas M2, M2attr, and M3 represent again the object involved in that action, its attributes, and its location. (3) Similar to the activation fields of the language areas, there are also activation fields for the goal and motor areas, and there are additional “evaluation fields” that can compare the representations of two different areas. For example, if the current subgoal is ”search plum”, it is needed to compare between the visual input and the goals object ”plum” in order to tell whether the subgoal is achieved or not.
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Figure 12 The cortical goal and motor areas.

The Cortex simulator [Knoblauch et al. 2004] plays the central role and controls the whole system. It is connected via three different CORBA interfaces with the remaining sensory and actoric tasks. Two of these are sensory input interfaces [Kaufmann et al. 2005, Knoblauch et al. 2004]. The first one supplies the entered sentence (e.g. "bot show orange") and the second recognizes objects in the camera image with position and further parameters. The third interface sends motor instructions to the actor [Elshaw et al. 2004, Kaufmann et al. 2005]. Task dependent parameters are sent (e.g. a command like "bot dock table" or sensor-derived readings like the robot angle relative to the table).  The Cortex simulation- tool gets the sensory input and the sentence. It creates an action plan and sends commands to the motor-areas (Figure 13a). Figure 13b gets the commands from the cortex and reacts with the image processing to it. It classifies the objects and send the results to the cortex.  The program in Figure 13c has different motion-modules react to the motor areas. (For example: drive the robot or move the camera)
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[image: image11]
Figure 13 The creation of the action plan based on the sentence received and production of the appropriate behaviour. 
5.3 Object recognition 

The MirrorBot robot assistant object recognition module consists of three components: Visual attention control system, feature extraction system and classification system (See Figure 14).  All three components are consecutively connected where the output of the previous component is the input of the following component. Starting with the robot’s camera image the class of the object found within the image is determined. In a first step it is essential to localise the objects of interest within the camera image. This is done by the attention control algorithm that determines regions of interest inside the image based on colour. The algorithm performs a colour segmentation of the image in order to localise objects of interest. In a first step it is essential to localise the objects of interest within the camera image. Coming from these regions characteristic features are extracted. Using these features the object is finally classified. For classification a trained neural network is used.

These regions contain the object to be classified and inside these regions characteristic features are extracted. This is done in order to achieve a certain degree of scaling and translation invariance. Thus subimages defined by the bounding boxes enclosing the objects are used for feature extraction.  These features are more informative and meaningful since they contain less redundant information and are of a lower dimensionality then the original image data.  Using these features the object is finally classified. 

The orientation information is encoded in orientation histograms. For extracting the colour features the hue saturation value model has been used as colour model. Within the scope of this research radial basis function networks have been chosen as classifiers. These networks were organised into a hierarchy by using unsupervised k-means clustering. The hierarchy emerges from the successive partitioning of class sets into disjoint subsets. The extracted information of the objects can be used by other modules for instance to guide vision-based actions or to facilitate corresponding representations in other modalities such as language.
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Figure 14 The classification system consists of three components: attention control, feature extraction and classification. The interconnection of the different components is depicted as well as the inputs and outputs of the miscellaneous components. Starting with the camera image the flow of the classification process is shown. 
For this module radial basis function networks have been chosen as classifiers. Radial basis function networks are neural networks coming from the field of interpolation of multivariate functions.  The division of the complex classification problem into several small less complex classification problems entails that instead of one extensive classifier several simple classifiers are used which are to a far greater extend manageable. This has a positive impact on the training effort.  Within the hierarchy RBF networks have been chosen as classifiers.

Figure 15 shows the hierarchical neural network that was used for the experiments performed. The hierarchy was generated by unsupervised k-means clustering. The figure shows the structure of the hierarchy as well as the features used by each node and the partitioning of classes into subsets of classes.
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Figure 15  Hierarchical neural network: Each node represents a RBF network. The end nodes represent classes.  A feature and a set of classes are assigned to each node. The corresponding neural network uses the assigned feature for classification.  

Looking at the partitioning of the classes not in every case a formation into reasonable subsets like fruits, gestures, citrus fruits, apples, etc. can be observed. The hand gestures “show”, “grasp” and “bad” have been grouped together but the gesture “good” has been assigned to a different subset whereas the fruits “orange” and “mandarine” have been grouped together.

The object recognition system is implemented using C and C++  and are integrated into a single  object and gesture recognition system using MIRO [Utz et al. 2002]. Using MIRO makes the implemented software easily available and usable for the other project partners.  Figure 16 shows the graphical user interface to the robot. It visualises the object localisation and the classification result.
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Figure 16 Graphical user interface to object recognition system on robot.

5.4 Object localisation and tracking
Once an object of interest appears in the visual field, it is first necessary to localise its position within the visual field. We develop a biologically inspired module using a recurrent associator network to the visually related part of the task.  Our approach extends the framework of intrinsic lateral (horizontal) connections in the cortex toward object recognition and localisation. Horizontal connections within one cortical area have a strong influence on cortical cell response properties.  
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Figure 17  Associator model architecture containing ‘what’ and ‘where’ pathways.
The architecture is depicted in Figure 17 and consists of a “what” pathway on the left, and a “where” pathway on the right. The “what” pathway consists of an input area and a hidden area. The input area consists of three sub-layers to receive the red, green and blue components of colour images. Its size of 24 x 16 pixels which is minimal to demonstrate object localisation reflects the computational demand of training. The lower layer receives bottom-up connections 
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 from the input. The depicted top-down weights 
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were only used to train 
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, but are not used further on. The upper layer cells receives a copy of the output of the lower layer cells. After it receives this initial input, it functions as an attractor network which solely updates its activations based on its previous activations. Each cell receives its input from all other neurons via recurrent weights V22. In addition, input arrives from the laterally connected area of the "where" pathway via weights V23. 

The “where” pathway on the right of Figure 17 consists of just one area. The “where” neurons are fully connected via recurrent weights V33 and in addition receive input from the highest “what” layer via V32. In the following, we will refer to all connections V22, V33, V23 and V32 collectively as 
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, because they always receive the same treatment, during training as well as during activation update. 

The activation update of the “where” and highest level “what” neurons is governed by the following equation: 
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The lateral weights are trained from the bottom-up input. Their purpose is to memorise the incoming activities ui(t=0) as activation patterns which they maintain. Since they will not be capable of holding every pattern, they will rather classify these into discrete attractors. Learning maximises the log-likelihood to generate the incoming data distribution by the internal activations ui(t) if Equation 1 is applied repeatedly: 
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The transfer function of our continuous rate-coding neurons is: 
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The function ranges from 0 to 1 and can be interpreted as the probability pi(1) of a binary stochastic neuron 
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to be in active state 1. Parameters  β=2 scales the slope of the function and 
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 is the degeneracy of the 0-state. Large 
[image: image25.wmf]8

=

n

 reduces the probability of the 1-state and accounts for a sparse representation of the patterns which are learned. The introduction of this sparse coding scheme was found to be more robust than the alternative use of variable thresholds. The weights 
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 were initialized randomly, self-connections were constrained to viilat = 0. 

First, the weight matrices 
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 and 
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 were trained on small patches randomly cut out from 14 natural images.  Lateral weights 
[image: image29.wmf]lat

V

were then trained in another 200000 training steps with 
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and 
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 fixed.   The “where” area received a Gaussian hill of activity on the location which corresponds to the one in the input where the orange is presented. The standard deviation of the Gaussian hill was 
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 pixels, the height was 1. 

The representation of the image with an orange obtained through 
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on the lower V1 cells was copied to the upper V1 cells. This together with the Gaussian hill on the “where” area was used as initial activation ui(t=0) to start the relaxation procedure described in Equation 1. 
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Figure 18 a) The receptive fields (rows of 
[image: image35.wmf]bu

W

) of 16 adjacent lower V1 (“simple”) cells. Bright are positive, dark negative connection strengths to the red, green and blue visual input. Receptive fields of color selective neurons appear colored, because the three color components differ. b)-e) Samples of lateral weights 
[image: image36.wmf]lat

V

. Positive connections are green, negative are red. b) Within-area lateral connections among the upper V1 (“complex”) cells. c) Lateral cross-area connections from the “where” area to upper V1 to the same 16 neurons (same indices) as depicted in a) and b). Connections V22 and V23 together form the total input to an upper V1 cell. d) Cross-area lateral connections from upper V1 to the “where” area. e) Within-area lateral connections on the “where” area to the same 16 neurons as depicted in d). Connections V33 and V32 together form the total input to a “where”-area cell. Within-area connections are in general center-excitatory and surround-inhibitory and they are small in the long range. Connections V33 establish a Gaussian-shaped hill of activations. Cross-area connections V32 influence the position of the activation hill. Self-connections in V22 and V33 are set to zero. 

Figure 18 a) shows a sample of weights 
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 of our lower V1 cells. Many have developed localized, Gabor function shaped, non color selective receptive fields to the input. A few neurons have developed broader, color selective receptive fields. 
Figure 18 b)-e) shows samples of the lateral connections 
[image: image38.wmf]lat
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. Inner-area connections are usually center-excitatory and surround inhibitory in the space of their functional features [Weber, 2001]. Cross-area connections are sparse and less topographic. Strong connections are between the “where” cells and color selective “what” cells, because for orange fruits, color is a salient identification feature. 

All weights in the model have been trained on the basis of real images and are therefore irregular. Localisation quality may vary at slightly different object locations within the image. The 5th frame in Figure 19, for example, leads to an unclean "where" representation. If information from the 4th frame would be taken into account, this may be cleaned up. However, for simplicity and consistency with the training procedure, the algorithm processes only one frame at a time. 

Figure 20 shows how the network creates images, if there is no information but the location of the orange fruit. The projection of the corresponding internal representation onto the input creates images with predominantly blue background and a large patch of orange/red color near the location of the imaginated orange. 
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Figure 19 Localisation on real images taken from the robot camera. The lower two rows show the response on the "what" and the "where" area at iteration time 
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 to the image in the upper row. 
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Figure 20 Each row shows the network response purely from a Gaussian hill of activation on the "where" area. At time 
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 the "what" area does not contain any activations and the reconstructed image is empty. Later, the areas maintain stable activations. 
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Figure 21 The PeopleBot tracking an orange with its pan-tilt camera.

We have made initial experiments connecting the “where” area to motor neuron's output which control the robot camera's pan-tilt motors. Figure 21 shows the camera pointing toward an orange which is moved across its “visual field”. This implements the Mirror robot assistant robot's reaction to the command “Bot show orange” which is just a small part of the MirrorBot grammar. Additionally, using reinforcement learning, we have very recently implemented the robot "docking" at a table so that it can grasp an object which lies at the border of the table with its short grippers. It can perform these two actions, interacting with the environment. The data delivered during these actions will be used for the training and verification of mirror neurons.

5.4 Attention Control

We have developed a computational model for selective attention mechanism that is robust against noise and distractions.  The ultimate goal of the module of the trained robot assistant is the active exploration of the visual scene, it needs a working memory to be able to memorize what has been already seen and what has not.  As shown in Figure 22 the model consists of various maps with different roles and connectivity.   
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Figure 22 The different maps of the model, with schematic connections. Red (dark) arrows represent excitatory connections, blue (light) arrows represent inhibitory connections, circular arrows represent lateral connections. See text for details.

The input map in the model is a pre-processed representation of the visual input.  The visual map receives excitatory inputs from the input map with a receptive-field-like connection pattern that allows topology to be conserved since the two maps have the same size. The lateral connectivity in the visual map ensures that only a limited number of bubbles of activity can emerge anytime.  The focus map receives excitatory inputs from the visual map.  FEF and WM maps implement a dynamic working memory system that is able to memorize stimuli that have already been focused in the past together with the currently focused stimulus. The basic idea to perform such a function is to reciprocally connect these two maps one with the other where the wm map is a kind of reverbatory device that reflects FEF map activity and have the same size as the visual map to ensure that topology is loosely conserved. The lateral connectivity is wider than in the visual map so that only one bubble of activity can emerge anytime.  The mechanism for switching the focus in the focus map is composed of several maps (reward, striatum, GPI, thalamus and inhibition). The general idea is to actively inhibit locations within the focus map to prevent a bubble of activity from emerging at these locations.

As detailed in Figure 23, the dynamic of the behavior is ruled both by the existing pathways between the different maps (either excitatory or inhibitory) and the dynamic of the neurons.  The input map is here clamped to display three noisy bubbles at three different locations in the visual field, so that the network can sequentially focus these points. In Figure 23a, the three noisy bubbles in map input are denoisified in the visual map, allowing only one bubble to emerge in the focus map which is immediately stored in FEF and WM. In Figure 23b, a switch signal is explicitly sent to the network via the reward unit, allowing the striatum to be excited at the location corresponding to the unique memorized location in the working memory system. This striatum excitation inhibits in turn the corresponding location within the GPI map. In Figure 23c), the localized destabilization of the GPI prevents it from inhibiting the thalamus at this same location and allow the inhibition map to activate itself, still at the same location. In Figure 23d), the inhibition map is now actively inhibiting the focus map at the currently focused location. In Figure 23e, the inhibition is now complete and another bubble of activity starts to emerge within the focus map (precise location of the next bubble is unknown, it is only ensured that it can not be the previously visited stimulus). In Figure 23f, once the focus is fully activated, it triggers the memorization of the new location while the previous one is kept in memory.
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Figure 23 A simulated sequence of focus switching.

We put the PeopleBot in front of three green lemons lying on a table. At the start, the camera is directed somewhere on the table with each fruit somewhere in its viewfield. The task for the system is to sequentially gaze (by moving its mobile camera) at the three targets while never looking twice the same fruit, even if the fruits are moved during the experiment.  The output of the system is a motor command to the mobile camera in order to gaze at the currently attended object (ie have it at the center of the camera). It is obtained by decoding the position of the unique bubble of activation in the focus map in and by linearily transforming this position into a differential command to the effectors of the camera. This motor mapping is quite obvious but dependent on the type of mobile camera.  
Attention control is perform by the “kro” program [Vitay and Rougier 2005], while the software [Kaufmann et al. 2005] records the picture of the robot’s camera, controls of the attention control and exerts the object recognition. Between the programs a Socket TCP/IP connection exists. First a picture from the camera is grabbed and made available for the attention control over the interface. Likewise parameters are transferred for the location of objects. Now the first ROI (region of interest) can be queried and the focus can move to the next object in the picture. From the conveyed position the rectangle which encloses the object is computed and the object is classified.   Figure 24 shows how the program achieves attention control 
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Figure 24 The programmes for producing attention control.

5.5 Robot Docking

Figure 25 show a docking action that was generated using recurrent learning.  In docking the peripheral vision is trained before the action selection network so that it can supply it the necessary visually obtained perception as input.
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Figure 25 A docking/grasping sequence.
Overall, there are three training phases: first, training the weights 
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 and 
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 between the visual input and the “what” area (see Figure 26).  Second, training the lateral weights 
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within and between the “what” and the “where” area, and finally, training the weights 
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 and 
[image: image51.wmf]m

W

 from the conceptual space to the critic of the motor outputs, respectively.
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Figure 26 The neural network. Thick arrows denote trained weights W.  Only the ones depicted dark are used during performance while those depicted bright are involved in training.
Letters other than W denote activations (vectors) on the neural sheets:  
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 is the camera image which contains three layers for its red, green and blue colour components. 
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 is the hidden representation (“what”) of the image. 
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 contains the perceived location (“where”) of the target within the image. 
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  has a Gaussian profile centered on the rotation angle 
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 of the robot. 
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 is the perceptual space, made up by multiplying 
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 and 
[image: image60.wmf]f

r

. c, the critic, holds the value function which is assigned to each perceptual state 
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 unit. 
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 are the four motor unit activations.

In the first phase, we will obtain feature detector neurons on the ``what'' area to have a more abstract, higher level representation 
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 of the input image 
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 (Figure 26). This is done based on the idea that the model should generate the data 
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 from a sparse representation 
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. This is done by the wake-sleep algorithm [Hinton 1995], in which two learning steps are alternatively repeated until training has completed: (i) in the ``wake phase'', train the top-down, generative weights 
[image: image67.wmf]td

W

based on the difference between a randomly chosen natural image 
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 and its reconstruction 
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 obtained from the internal representation 
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 of the picture. (ii) in the “sleep phase”, train the bottom-up, recognition weights 
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 based on the difference between a random hidden code 
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 and its reconstruction 
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 obtained from the visual representation 
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 of the original hidden code.  Training involves only local learning rules and results in localised edge detectors akin to the simple cells of visual area V1.  With additional modifications to the learning algorithm the mapping is also topographic.

The following pseudo-code describes the training algorithm in which the wake phase and the sleep phase alternate each other repeatedly.  Wake phase:

 Take a picture 
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Get a sparse hidden representation on the “what” area 
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Reconstruct the picture 
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Top-down weight update: 
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Sleep phase:

Generate a sparse, topographic random hidden code 
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Get the imagined picture 
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Reconstruct the hidden code 
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Bottom-up weight update: 
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This algorithm, described in detail in Weber 2001, approximates the Helmholtz machine [Hinton 1995].  Figure 27, left, shows examples of trained weights, most of which have become localised edge detectors, while some neurons are colour selective.

The second phase, training the lateral weights 
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 between and within the “what” and ``where'' areas (Figure 26), requires the first phase to be completed.  Intra-area lateral connections within the ``where'' area (visual area V1) were originally implemented to endow the simple cells with biologically realistic orientation tuning curves: their orientation tuning curves were sharpened via competition, mediated by the lateral weights. In addition, shift invariances were trained and thus V1 complex cells generated [Weber 2001].  The function of the lateral weights is to memorise the underlying representation over time.  As an attractor of a real-valued recurrent network, the representation is thereby simplified.  We exploit this for pattern completion where the representation 
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  of an image with an object of interest is given on the “what” area while its location 
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 on the “where” area is not given -- while it has always been given during training.

Training is done by the following procedure: every image 
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 now contains a simulated orange fruit at a particular location and this location is reflected -- in a supervised manner -- as a Gaussian on the “where” area.  So the lateral weights are trained to memorise the internal representation  (
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,
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) of the image and the location of the orange.  After training, when we have the representation 
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 of an image with an orange but don't know the location of the orange. Then pattern completion will give us its location, coded in 
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.

The following pseudo-code describes a step of the training algorithm, which is repeatedly applied after the “what” network has been trained.
Take a natural image with an orange placed at location 
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Get the hidden representation on the “what” area 
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Initialise 
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 on the “where” area to contain a Gaussian at location 
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Initialise activities on ``what'' and ``where'' areas as: 
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Relaxate activations using 
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 for a couple of steps; memorise as 
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Weight update: 
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The under-braced term is the association error between the desired state and the one memorised as an attractor. Since 
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 is not naturally contained in the data but produced artificially, training is supervised.  Details and parameters are given in Weber and Wermter 2003.
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Figure 27 Dark shades of grey denote negative; bright, positive weights. a) The receptive fields of 12 “what” units, taken from the centre of 
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. Each unit has three sets of weights to the red, green and blue sub-layers of the input. Three of the upper units are colour selective, as the weights are different in different sub-layers. b) and c) The receptive fields of 12 ``where'' units, taken from those parts of 
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 which are depicted dark in Figure 26. The weights from the “what” to the “where” area, b), are sparse. The recurrent weights within the ``where'' area, c), are centre-excitatory and surround inhibitory, because they were trained to maintain a Gaussian activity profile.  Self-connections were set to zero.
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Figure 28 Each row shows, left, the 24 x 16 pixel camera image, which is originally in color.  Then its representation 
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 on the ``what'' area. Active units are bright.  The third and fourth picture in each row are the representation 
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  on the “where” area at the first and the last time step of a 10 iteration relaxation. The last row corresponds to the goal position where the orange is between the tips of the gripper.

Trained weights are shown in Figure 27, while Figure 28 demonstrates their performance at object localisation. The representation 
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 on the “where” area is at the first time step (third column) purely a result of the feed-forward input from 
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 from the “what” area.  After relaxation (right column), recurrent connections 
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 within the “where” area have cleaned up the representation (while 
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 was fixed).

In the last phase, we apply reinforcement learning to the weights 
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 of the motor units and the weights 
[image: image128.wmf]c

W

 of the value function unit.  Their common input is the robot's own perceived state 
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which is different for every different visually perceived target location 
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  and every different robot rotation angle 
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.  The representation of 
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 is multiplexed over, here seven, layers to obtain 
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 (Figure 26).

Each layer corresponds to a rotation angle of the robot. Only the layer(s) nearby the actual angle have non-zero activity. The weights  
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 assign each state 
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 a critic value c which is initially positive only at the goal: in our case when the target is perceived in the middle of the lower edge of the visual field and when the robot rotation angle 
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 is zero.  During performance, states that lead quickly to the goal will also be assigned a higher value c by strengthening their connections to the critic unit. The weights 
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 to the motor units which have been activated simultaneously are also increased, if the corresponding action leads to a better state, i.e. one which is assigned a larger c.  The algorithm has been described for a rat navigation task in Foster 2000.  
The docking approach outlined above is based on the assumption that the robot camera was fixed to the body.  This allowed a direct match from pixel coordinates to body-centered coordinates.  Because of the fixed camera, objects had to be in a confined space so that they were visible.  The complexity of the human body is schematically addressed by the robot camera which can pan-tilt its gaze direction during the docking.  This accounts for the fact that the eyes and/or the head can move with respect to the body, which makes it necessary to transform a visually identified location into a body-centered location as is relevant for the motor control.  Let us briefly discuss the underlying geometry of the coordinate transformation problem.  For simplicity we will in the following assume that eye- and head position are not distinguished, which accounts for a pivoting camera which is mounted on a robot body.  Figure 29 visualizes the geometry of our setup with a simple robot, a PeopleBot.  It shares with humanoid robots its pan-tilt-able camera, while an arm reaching movement is substituted for by a whole body movement of the PeopleBot.  
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Figure 29 The simulated PeopleBot robot in its environment.  Coordinates are indicated as follows: x and y represent the robot position where x is perpendicular to the table and the origin is at the target.  
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 is the position angle of the robot w.r.t. the x-axis.  It is 
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 is the robot orientation angle w.r.t. the x-axis. p is the pan angle of the camera. t is the tilt angle of the camera. h and v are the horizontal and vertical image pixel coordinates of the perceived target object (the white frame shows the image seen by the robot camera). In a body-centered representation which is relevant for motor control, the target object can be parameterized by its distance to the robot 
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 can be seen as a function of easily accessible values h, v and p, t.

If the robot is to grasp the fruit object on the table, then the following coordinates are important for controlling the motors: the distance d of the robot to the target object and the angle 
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 at which the object is to the left or the right of the robot body. In Figure 29 it is 
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.  The angle 
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 which defines the robot rotation with respect to the table border will later be used for the motor coordination, but is not important for now.

While d and 
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 are important for motor control, the robot sensory system represents the object only visually, delivering the perceived horizontal and vertical positions h and v of the object in the visual field. Knowing also the camera pan- and tilt angles p and t, it is possible to compute d and 
[image: image149.wmf]θ

.  An assumption we make is a constant elevation of the camera over the target object which allows that the distance of the object can somehow be estimated from how low it is perceived.  
Here we propose a network which learns the transformation. Every unit is connected with all other units by connection weights which are trained according to the Boltzmann machine learning rule [Hinton 1985, Haykin 1994]. A hidden layer of variable size may be added if required for the problem. This learning rule is biologically plausible using only local, Hebbian and anti-Hebbian learning. After training, the Boltzmann machine generates the distribution of the training data using stochastic units. The learning rule furthermore allows to include any number of additional hidden units in order to make the network more powerful in generating a complex data distribution. The hidden code would self-organize during learning without requiring the network designer to construct it.

In order to keep the target object constantly in view, two neural units controlled the camera to make a ``saccade'' toward the target object after every evaluation of the image.  These have been trained based on their error after causing a “saccade”.  This error was the distance in vertical direction 
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A camera movement was made in proportion to these activations, then the error was measured and the weights were changed according to
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 This scheme is simple and efficient rather than biologically accurate.  Resulting weights are shown in Figure 30.  Irregularities originate from some mis-localizations of the ``what''-''where'' network in small regions during training.

[image: image276.wmf]bu

w

[image: image156.png]



Figure 30 The connection weights from the visual ``where'' area to the two motor units controlling tilt (left) and pan (right) of the camera.  Red indicates negative connections which cause a tilt upward (and the object to be perceived more downward) or a pan to the left. Blue indicates positive weights, causing movement into the opposite directions.
The coordinate transform network has as inputs the visually perceived target object position and the camera position, and as output the target object position in a body-centered frame of reference.  All of these three positions are coded as a neural activation code, as shown in Figure 31. That is, each two-dimensional position is encoded on a two-dimensional sheet of neurons.  The neurons maintain an activity pattern that has the shape of one localized hill, and the position of this hill encodes the two-dimensional vector.

The hill of activation coding for the visually perceived object location (visual ``where'' area) is taken from the visual system.  However, in order to allow all areas of the coordinate transform network to have comparable sizes, the visual system's ``where'' area was down-scaled to half the size for use here. This may alternatively be regarded as allowing only units on every second row and column to make any connections with the other two areas of the coordinate transform network.
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Figure 31  The three areas involved in the coordinate transformation.  The lower part of each figure denotes the space encoded by the neurons in the upper part where active neurons are displayed as hills. A hill of neural activation carries the information about the corresponding position of each vector.  The visual ``where'' area, left, represents the object position as perceived on the retina; the eye-position area, middle, codes the pan- and tilt values of the robot camera; the body-centered ``where'' area, right, codes the object position in body centered coordinates: this is encoded by the square root of the distance d, and the body centered angle of the target 
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The ``eye-pos'' area encodes the robot camera pan- and tilt position which is directly readable from the camera unit interface.  The body-centered ``where'' area encodes the object position in a body-centered frame of reference, which should allow it to be directly usable for the motor control.  There are different ways to parameterize this position, such as using Cartesian coordinates w.r.t. the main, forward axis of the robot.  We chose instead as one coordinate the angle 
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 of the object away from the main axis and as the second coordinate the square root 
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 of the distance d between the robot and the object. The angle is naturally important for how the robot must turn, while the distance is particularly important at close ranges, because the robot can bump with its ``shoulders'' into the table if it turns near the table.  The square root function extends near ranges, thus more neurons will be devoted to more critical areas for the grasping action.  Instead of theoretically computing the body-centered position from the visual and pan-tilt positions, we use the gazebo robot simulator to generate this data.  After training, the neural network can compute this input-output relation.

The data was collected by moving the simulated PeopleBot robot within the area which would be covered later for the docking. This was necessary, because the PeopleBot model in the gazebo simulator does not allow it to be randomly placed at any given position (which would have simplified data collection). The simulated PeopleBot was started at the goal-position and then moved into random positions in the field by a random series of: turn -- backward movement -- turn – backward or forward movement -- turn.  Following this, the robot moved approximately to the goal by its learned reinforcement strategy, using absolute position information that can be retrieved by the simulator. Thus the coordinate transform network was circumvented for data collection.  Also the visual network was replaced by a color blob-finding algorithm in order to get a more precise estimate of the position and to be able to sort out invalid data where the target object was not seen in the visual field.

At the end of a movement sequence, a ``reset'' flag caused the simulation to restart from the beginning, i.e. the exact goal-position, and another sequence of data sampling was done. Since the distances traveled by the robot are influenced by the load of the computer processor, movement was done in a speed approximating real-time and was not accelerated. The data was collected as a file, and learning of the coordinate transform network was done off-line with a randomized order in which the data was shown.

Inspection of the data showed inconsistencies, in that given visual and pan-tilt coordinates h,v,p,t were not always paired with the same body-centered coordinates (d, 
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). We have two explanations for these. First, the data were generally taken while the robot and pan-tilt camera were moving, thus, reading the sensor and odometry values one after another, with them possibly being buffered in the simulator, means that the values originate from differing times. This will cause relatively small mismatches.  Secondly, we have found large mismatches at small distances d where at different values of 
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 the perceived input values (h,v,p,t) may be the same.  
The coordinate transform network architecture consists of three fully connected areas which represent the respective coordinates as neural population codes, as visualized in Figure 31. We regard the three areas together as one attractor network, so if information is absent on one area, then it will be filled-in by a process of pattern completion. By allowing a full connectivity and by not specifying the direction of information flow (what is input and what is output), we set only very general constraints that are compatible with associative information processing on the cortex.  The interrelations of the coordinates on the three areas in terms of statistical correlations are learned by the Boltzmann machine framework. With its binary stochastic units it is powerful in learning a given data distribution. The learning rule uses randomized unit update rather than structured information flow, so it lends itself to highly interconnected networks and allows to introduce additional hidden units if performance needs to be enhanced.

Let us term the whole network activation vector 
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, consisting of the concatenated activations of each area. The Boltzmann machine learning rule distinguishes two running modes: in the clamped phase the data distribution is forced upon the visible units of the network (in our case, all units are visible). This distribution is termed 
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The other running mode is the free running phase in which the distribution 
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  over the network states arises from the stochasticity of the units and is determined by the network parameters, such as weights and thresholds. The upper index “-“ denotes the free running phase.

The goal of learning is that the distribution 
[image: image168.wmf]-

x

P

 generated by the network approximates the data driven distribution 
[image: image169.wmf]+

x

P

 which is given. 
[image: image170.wmf]x)

-

x

(

E

e

P

-

≈

 is a Boltzmann distribution which depends on the network energy 
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 denotes the connection weight from neuron j to neuron i.  Derivation of the Kullback-Leibler divergence between 
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with learning step size 
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. Computing the left term corresponds to the clamped phase of the learning procedure, the right term to the free running phase.  Without hidden units, the left term in Equation 6 can be re-written as  
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 is the index of a data point.  Without hidden units thus the clamped phase does not involve relaxation.

The right term of Equation 6 can be approximated by sampling from the Boltzmann distribution. This is done by recurrent relaxation of the network in the free running phase.  The stochastic transfer function
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(7)
computes the binary output 
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 of neuron i at time step t+1. Repeated relaxation over many iterations approximates a Boltzmann distribution of the activation states.

During training, the two phases are computed alternating.

One randomly chosen data point (similar to Figure 31) accounts for the clamped phase. Its continuous values are allowed in Equation 7. Then a relatively short relaxation of the network, consisting of updating all units for 15 iterations using Equation 7 accounts for the free running phase. Units are initialized in this phase by activating every unit the first iteration with a probability of 0.1, regardless of its position.

Self-connections were omitted and a threshold 
[image: image181.wmf]i

θ

 was added to each unit. This is treated as a weight that is connected to an external unit with a constant activation of -1.

We initialize the network activations with a hill of activation on each of the visual ``where'' area and the eye-position area, taken from the training data. After initializing the body-centered ``where'' area with zero activation, we are interested in whether the network dynamics according to Equation 7 produce a hill of activation at the correct location. Figure 32 shows the average deviations between the correct location and the generated hill.  The error is on average around one unit, with some outliers at a few positions.

[image: image182.wmf]
Figure 32 Errors by the coordinate transform network on the body-centered ``where'' area.  Arrows show from the correct position in space of (
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,

θ

) to the position predicted by the network.  An average over altogether 2000 data samples is taken.  Note that not the entire space was covered by the robot movements.

The state space is made from the representation in the body-centered ``where'' area along two dimensions and a representation of the robot rotation angle 
[image: image184.wmf]φ

  along the third dimension. A narrow Gaussian represents a position in this state space, as visualized in Figure 33 a).

In  Weber et al. 2004 we have described the actor-critic reinforcement learning algorithm [Foster 2000] applied to this docking action in a close range to the target with fixed camera and thus without involving the coordinate transform network. A video of the robot performing this docking action can be seen at:  http://www.his.sunderland.ac.uk/robotimages/Cap0001.mpg .

The result of learning is a complex weight structure from the state space to the critic and to the four motor units (actor), as shown in Figure 33 b) and c), respectively.
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Figure 33 Representations in the state space.a) shows the coordinates of the state space.  Each small rectangle represents the body-centered ``where'' space (cf. Figure 29 and Figure 32).  The robot rotation angle 
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 is then represented by multiplexing the ``where'' space 20-fold.  It ranges from -
[image: image187.wmf]0

90

, left to 
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90

, right.  The blobs that can be seen represent an example activation vector which has the shape of a Gaussian in this 20 x 20 x 20-dimensional cube.  b)} shows the critic unit's weights from the state space after learning.  Large weights, i.e. high fitness values, are assigned near the target, i.e. at small distances d and around zero values of the angles 
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  and 
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.  c) shows weights from the state space to the actor which consists of the four motor units (from top to bottom: right, left, back, forward).
The model is shown controlling the PeopleBot robot in the gazebo simulator at the following web address: http://www.his.sunderland.ac.uk/supplements/humanoids05/

We have presented a neural network which controls a visually guided grasping / robotic docking action while allowing movement of its camera w.r.t. its body. It integrates essential processing steps of the brain, such as vision, coordinate transformations and movement control. We have made use of supervised learning that is not entirely biologically plausible. This concerns, first, the visual object localization weights from the ``what'' to the retinal ``where'' area, where we have given the correct target location. Second, the body-centered ``where'' location was retrieved from the simulator but should rather emerge by self-organization from its inputs. This would be in particular useful as the data from the simulator were erroneous when retrieved during robot and camera pan-tilt movement, while self-organized data from vision and pan-tilt readings are expected to be consistent. Since the reinforcement learning scheme does not require a specific organization of the data within the state space, it allows for such self-organization.  This issue deals with grounding the robot behavior in the real world and we plan to address this next.

5.6 Wandering behaviour and table recognition

The robot performs the behaviour of wandering and while doing so looks for the table.  This is achieved using the approach described in Figure 33.
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While the robot is not at the table



Take a picture (omnidirectional)



Check if the landmark is in sight



If the landmark is not in sight




Wander 



Else the landmark is in sight




Pass control to the actor critic and get exit status




If exited because landmark is lost





Go back to Wandering




Else exited because robot is at the table





Pass control to the object docking




End if



End if

End While

Figure 33  System algorithm for the wandering and table recognition
While the robot isn’t at the table or the landmark isn’t in sight the robot checks for the landmark at each pass of the system. The landmark that the robot “looks” for is produced by a board of red LED’s which is located directly beneath the table as illustrated in Figure 34.
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Figure 34 Setup of the environment for wandering and table recognition
If the robot has not located the landmark then the random wandering system is executed, this runs for one iteration then the robot rechecks for the landmark. If the landmark has been located then control is passed to the table approach system which runs to completion. There are two possible outcomes for the table approaching which were:

· Lost sight of the landmark

· Reached the table

If the landmark is lost then the robot starts to search for it again otherwise it has reached the table and control is passed to the docking described in section.  This system allows the robot to move around the environment while avoiding obstacles. The system uses an omni-directional camera (Figure 35) to get a view of the environment surrounding the robot. From this image the robot (Figure 36) is able to detect obstacles and produce the required motor action to avoid the obstacles. To perform this detection the system uses classical image processing to remove the background from the image and leave only perceived obstacles as seen in Figure 36. Here the original image taken by the omni-directional image is the left image in the figure, with different stages of the image processing shown to the right image. 
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Figure 35 The omni-directional camera
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Figure 36 Image processing to detect the obstacle.
The centre image is the intermediate stage where just the background of the image has been removed; this is achieved by colour segmentation of the most common colour from the image. This removes the carpet from the image which leaves the obstacles and some noise. Also at this stage the range of the obstacle detection is set to the maximum distance that the robot can “see” directly ahead of it. Then the noise is removed by image erosion followed by dilation, the erosion strips pixels away from the edges of all objects left in the image, this removes the noise but it also reduces the size of any obstacles present. To combat this once the erosion has been performed dilation is performed to restore the obstacles to their original size, the shape of the obstacles are slightly distorted by this process. However, the obstacles left in the final image are still suitable to produce the required motor action to avoid them.

The robot always tries to move straight ahead unless an obstacle is detected in the robots path. When this happens the robot turns the minimum safe amount allowed to avoid the obstacles. In the example provided in Figure  the robot cannot move straight ahead so the robot would turn to the left until it has turned enough to avoid the obstacle on the right of the image. As the image is a mirrored image of the environment the objects which appear on one side of the image are physically to the other side of the robot.

In the wandering behaviour allows the robot to approach the table (landmark) once that the landmark has been detected. This has two exit statuses which are (i) the robot lost sight of the landmark or (ii) the robot has reached the table. If the robot looses sight of the table it goes back to the wandering phase until it locates the landmark again, this can happen if the landmark moves behind one of the supporting pillars of the conical mirror. If the robot reaches the table, control will be passed to the final stage of the system which is to dock to and pick up the orange. 

To allow the robot to move to the table a network was trained using the Actor Critic reinforcement learning rule. The state space was the image with the goal set to where the landmark is perceived to be in front of the robot. The motor action that the network performs is to rotate the robot to the left or to the right depending on where the landmark is perceived in relation to the robot. The input to the network is the x y coordinates of the closest point of the perceived landmark. Once that the landmark appears to be ahead of the robot the robot then moves forward checking that the landmark is still ahead of the robot. Once that the landmark is ahead of the robot and less than a threshold distance the robot then moves directly forward until the table sensors located on the base of the robot are broken. When this happens the robot is at the table.

The expected action to be performed by the robot based on the location of the landmark in the image is shown in Figure 37. The robot only looks for the landmark in the range that the robot can “see” directly ahead, if the landmark is detected outside this range when the robot turned it would loose sight of the landmark. If the landmark appears in the right side of the detectable range then the robot should rotate to the left, if it appears in the left the robot should rotate to the right and if it is straight ahead of the robot then it should move forward. 
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Figure 37 The expected action.
For the architecture of the network it was decided that there would be two input neurons one for the x and y coordinates respectively, 50 hidden units to cover the state space of the image and two output neurons one for each of the actions to be performed and finally one neuron for the critic. The architecture is illustrated in Figure 38. The hidden area covers only the detectable region of the image with each neuron covering roughly (40mm)2 of actual space. This results from the fact that the detectable range of the environment is roughly a radius of 2m from the robot.
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Figure 38 Architecture of the Network. The nodes are fully connected, the input for the x, y coordinates are normalised into the range 0-50 and the output of the network generates the motor action to rotate the robot.
To detect the landmark classical image processing is once again employed to detect the landmark as shown in Figure 39  The original image is to the left of Figure 39 with the landmark highlighted and the detected landmark is highlighted in right. The first stage to the image processing is to perform colour segmentation where it segments any colour that is the designated colour of the landmark. Once this is process is complete the canny edge detector is used to leave just the edges of the remaining objects. Then it is assumed that the largest object left in the image is the landmark. The final stage of the image processing is to locate the closest point of the landmark to the robot; this point is then fed into the network to produce the required action on the robot.

The trained weights of the critic are shown in Figure 40 lower left, which took 1000000 epochs to get the training to the level shown. It would have been impractical to train the network on the robot so a simple simulator was used which randomly initialised the location of the landmark and performed the action recommended by the network. This was achieved by calculating the next perceived position of the landmark.  Figure 40 also shows the trained weights after 100000 epochs (top) and 200000 epochs (lower right). Here it can be seen that the weights spread from the goal location around the network during the training until it meets at the other side of the network after 1000000 epochs.
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Figure 39 Landmark detection
The developed network is an adaptation of the actor critic model used for the docking described in section to approach to the table, to perform the docking at the object. The input to the network is the position in the omni-directional image where the landmark appears as opposed to the location of the agent in the environment. Equation 8 enables the firing rate of the “place cells” (here the term place cell is used loosely as they encode a perceived position of a landmark in the image) to be calculated. The firing rate is defined as
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(8)

where p is the perceived position of the landmark, si is the location in the image of neuron i’s maximal firing rate and σ is the radius if the Gaussian of the firing rates covering the image space of each neuron. The firing rate C of the Critic is calculated using Equation 
(9)
 and has only one output neuron as seen in Figure 40. The firing rate of the critic is thus a weighted sum of all of the firing rates of the place cells.
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To enable training of the weights of the critic some method is needed to calculate the error generated by the possible moves to be made by the robot. This is made possible by Equation 10. 
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(10)

However as the given reward Rt only equals 1 when the robot is at the goal location and C(pt+1) is 0 when this occurs and vice versa they are both never included in the calculation at the same time. γ is the constant discounting factor. With the predicted error the weights of the critic are updated proportional to the product of the firing rate of the active place cell and the error. This is illustrated in Equation 11.
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That was all of the equations that were used for the place cells and the critic, finally there are the equations used for the actor. There were two output neurons used in this experiment, one to make the robot rotate to the left and the other to make the robot rotate to the right. The activation of these neurons is achieved by taking the weighted sum of the activations of the surrounding place cell to the current location as illustrated in Equation 12. 
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 (12)
A probability is used to judge the direction that the robot should move in and is illustrated in Equation 13. Here the probability that the robot will move in one direction is equal to the firing rate of that actor neuron divided by the sum of the firing rate of all the actor neurons. To enable random exploration when the system is training a random number is generated between 0 and 1. Then the probability of each neuron is incrementally summed, when the result crosses the generated value that action is executed. As the system is trained the likelihood that the action chosen is not the trained action decreases. This is because as the network is trained the probability that the trained action will occur will approach 1.
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(13)
Ultimately, the actor weights are trained using Equation 14 in a modified form of Hebbian learning where the weight is updated if the action is chosen and not updated if the action is not performed. This is achieved by setting gj(t) to 1 if the action is chosen or to 0 if the action is not performed. With this form of training both the actor and the critics weights can be bootstrapped and trained together.
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(14)

To train and test the network separate training and test data sets were produced.  The training set contained 1000 randomly generated training samples and the test set contained 500 randomly generated samples. These samples were stored in separate vectors and contained the following information (i) the normalised x coordinate of the landmark, (ii) the normalised y coordinate of the landmark, (iii) the angle of the landmark in relation to the robot and (iv) the distance of the landmark from the robot. During training each sample was fed into the network and it ran until the goal was achieved.  Therefore, after each epoch there would be 1000 successful samples and the testing data was fed into the network without any training taking place.  Statistics were gathered, which is shown by Figure 40.
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Figure 40 Strength of Critic Weights During Training. (a) untrained weights, (b) weights after presentation of 1 sample, (c) weights after presentation of 500 samples and (d) weights after 50 epochs of training
The trained weights of the critic are shown in Figure 40 (d), which took 50 epochs to get the training to the level shown. It would have been impractical to train the network on the robot due to the time it would require, so a simple simulator was employed which used the training set to perform the action recommended by the network (this used the same data that would be generated from the image processing). This was achieved by calculating the next perceived position of the landmark. This greatly reduced the time needed to train the network, for the 50 epochs it took roughly 5 hours to train (including the testing after each epoch) on a Linux computer with a 2GHz processor and 1 Gigabyte of ram. Figure 40 also shows the untrained weights (a), the weights after the presentation of 1 training sample (b) and the weights after the presentation of 500 training samples (c). Here it can be seen that the weights spread from the goal location around the network during the training. There is a ‘V’ section of the weights that remain untrained, this relates to the goal location (see Figure 39) so no training is needed in this section of the network as the required state is reached.  

5.7 Cortex motor control based on language instructed 
A multimodal architecture to perform the grounding of language instruction in actions was developed for the MirrorBot robot assistant.  A motivation for this study is to allow the student robot to learn from the teacher robot who performs three behaviours of ‘go’, ‘pick’ and ‘lift’ based on multimodal inputs.  To allow the student robot to learn these behaviours the teacher robot performs ‘go’, ‘pick’ and ‘lift’ actions one after another in a loop in an environment (Figure 41) of 36 units along the x-axis and 36 units along the y-axis.  Along the y-axis of the arena there is the split between positive and negative values either side of the central object.  Figure 41 shows the teacher robot in the environment performing the ‘pick’ behaviour at co-ordinates x, y and angle 
[image: image199.wmf]j

 to the front wall.  The student robot observes the teacher robot performing the behaviours and is trained by receiving multimodal inputs.

These multimodal inputs are: (i) high-level visual inputs which are the x- and y-coordinates and the rotation angle 
[image: image200.wmf]j

 of the teacher robot relative to the front wall; (ii) the motor directions of the robot (‘forward’, ‘backward’, ‘turn left’ and ‘turn right’); and (iii) a language instruction description stating the behaviour the teacher is performing (‘go’, ‘pick’ or ‘lift’).  
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Figure 41 The robot in the simulated environment at coordinates x, y and rotation angle 
[image: image202.wmf]j

. The robot has performed ten movement steps and currently turns away from the wall in the learnt ‘pick’ behaviour.  

When receiving the multimodal inputs related to the teacher's actions the student robot is required to learn these behaviours so that it could perform them from a language instruction or recognise them.  When learning, performing and recognising these behaviours ‘forward’ and ‘backward’ movement is at a constant speed of 1 unit for each movement step and the decision to ‘turn left’ or ‘right’ is 
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 each movement step.  Two neural architectures are considered for this language instruction in actions grounding system.

The multimodal architecture (Figure 42) used an associator network based on the Helmholtz learning machine approach.  The Helmholtz machine approach is selected as it is able to match better the neuroscience evidence on language processing by using a distributed representation and unsupervised learning.  Furthermore, the Helmholtz learning algorithm is able to associate different modalities to perform the behaviour and offers the ability to recreate the inputs.  This allows the architectures to recreate the language instruction when performing recognition and the motor directions when instructed to perform a behaviour.  

It is found that the sparse coding of the wake-sleep algorithm leads to the extraction of independent components in the data which is not desired since many of these components would not span over multiple modalities.  Hence, the representation of the three modalities on the Helmholtz machine layer has them positioned at a separate location on the hidden layer and so two different architectural approaches are considered that overcome this: the flat architecture and the hierarchical architecture.  
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Figure 42 A hierarchical architecture for grounding language instructions in actions.

In the hierarchical architecture (Figure 42) there is the association of the motor and high-level vision inputs using the first hidden layer using the Helmholtz machine learning algorithm shown on the diagram as the HM area.  The activations of the first hidden layer are then associated with the language instruction region input at the second hidden layer based on the self-organising map learning algorithm, shown as SOM area.  By using a Kohonen self-organising map (SOM) such an architecture allows the features created on the Helmholtz machine hidden layer to be associated to relate a specific motor direction for one of the three behaviours given the particular high-level visual information.  Hence this is able to overcome the problem associated with the Helmholtz machine network extracting independent components which means components fail to span over multiple modalities.  The size of the HM area hidden layer is 32 by 32 units and the SOM area layer has 24 by 24 units.  These sizes are empirically determined as they offer sufficient space to allow differentiation between the activation patterns so as to represent different high-level vision, motor and language instruction states.  

The number of training examples is around 500000 to allow time for the hierarchical architecture to learn the three behaviours.  During training the hierarchical architectures receive all the inputs, however when testing either the language instruction input or the motor direction input are omitted.  The language instruction input is omitted when the student robot architecture is required to take the other inputs that are gained from observing the teacher robot and recognise the behaviour that is performed.  When the motor direction input is omitted the student robot is required to performance a behaviour based on a language instruction.  The architecture then continuously receives its own current x, y and 
[image: image205.wmf]j

 coordinates and the language instruction of the behaviour to be performed.  

Without motor direction input it has to produce the appropriate motor activations which it has learnt from observing the teacher to produce the required behaviour.  Recognition is tested by comparing the units which are activated on the language instruction area with the activation pattern belonging to the verbal instruction of the appropriate behaviour at each time step.  Production is tested by comparing the performance of the behaviour at each time step by the student robot compared with the teacher robot.  The duration of a single behaviour depended on the initial start input conditions and is around 25 consecutive steps before the end condition is met.  

For the language region representations of phonemes were presented. Each of the phonemes was represented by 20 phonetic features, which produced a different binary pattern of activation in the language input region for each phoneme with similar phonemes having similar structures. A region of 4 rows by 20 columns was used to represent the words with the first row representing the first phoneme and second row the second phoneme etc., so that the order in which they appear in the word is maintained. For words like `go' that are described by less than four phonemes there was no active units in the language region for the rows not used, as displayed in Fig. 43.
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Figure 43 The phonemes and the corresponding 4 x 20-dimensional vectors representing `go', `pick' and `lift'
As final part of the multimodal inputs the teacher robot motor directives were presented on the 4 motor units (forward, backward, turn right and turn left) one for each of the possible actions with only one active at a time. The activation values in all three input areas were between 0 and 1.

During training the student robot received all the inputs, however when testing, either the language area or the motor inputs were omitted. The language input was omitted when the student network was required to take the other inputs that would be gained from observing the teacher robot and recognise the behaviour that was performed. Recognition was verified by comparing the units which are activated on the language area via 
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 (Figure 42) with the activation pattern belonging to the verbal description of the corresponding behaviour.  The motor input was omitted when the student robot was required to perform the learnt behaviours based on a language instruction. It then continuously received its own current x, y and 
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 coordinates and the language instruction of the behaviour to be performed.  Without motor input it had to produce the appropriate motor activations via 
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 which it had learnt from observing the teacher to produce the required behaviour.
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Figure 44 An example input for the x, y and 
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 coordinates

The Gaussian activation levels depends on the equation 
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 is the distance between the current unit being considered and the centre of the Gaussian.  The value of 
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is set to 3 for the x- and y-coordinates columns and 1.5 for the 
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 column.  These values for 
[image: image216.wmf]s

 are based on past experiences.  Figure 44 provides the activations for the x- and y-columns and the 
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 column, with in the example the centre of the Gaussian hill of activation for the x-coordinate is at position 21, for the y-coordinate it is +7 and for 
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 the centre of the Gaussian hill of activation is 
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As the final part of the multimodal inputs the teacher robot’s motor directions are presented on the 4 motor units (‘forward’, ‘backward’, ‘turn right’ and ‘turn left’) one for each of the possible actions with only one active at a time.  The activation values in all three input areas are between 0 and 1.  Figure 454 provides a representation of the motor direction input when ‘left’ is activated.



Figure 45 Example motor direction inputs for the model

As the flat and hierarchical architectures are using the Helmholtz machine learning algorithm [Hinton 1985] and the hierarchical model is using the SOM learning algorithm [Kohonen 97], internal representations of the input are produced by unsupervised learning.  Bottom-up weights 
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 dark blue in Figure 42 produce a hidden representation 
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of some input data 
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.  The top-down weights 
[image: image223.wmf]td

W

represented as light blue in Figure are used to reconstruct an approximation 
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of the data based on the hidden representation.  

The Helmholtz machine algorithm learning for the flat architecture and the HM layer area of the hierarchical model consists of alternating wake- and sleep-phases to train the top-down and bottom up weights, respectively.

In the wake phase, a full data point 
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 is presented which consists of the full action direction, language instruction and higher-level visual components.  The linear hidden representation 
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 is computed first.  In the flat architecture a competitive version 
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 is obtained by taking the winning unit which has the highest activation from 
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 and assigning activation values under a Gaussian envelope to the units around the winner.  Thus, 
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 is effectively a smoothed localist code.  On the HM area of the hierarchical architecture, the linear activation is converted into a sparse representation 
[image: image230.wmf]s

r

r

 using the transfer function 
[image: image231.wmf])

/(

n

e

e

r

l

j

j

r

x

s

j

+

=

b

b

, where 
[image: image232.wmf]2

=

b

 controls the slope and 
[image: image233.wmf]64

=

n

 the sparseness of firing.  These values of 
[image: image234.wmf]b

 and n are selected based on empirical studies and their ability to produce the most stable learning and hidden representation.  The reconstruction of the data is obtained by 
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with a learning rate 
[image: image237.wmf]001
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.  

The learning rate is increased 5-fold whenever the active motor unit of the teacher changes.  This is critical during the ‘go’ behaviour when the robot turns for a while in front of a wall until it does its first step forward. Without emphasising the ‘forward’ step, the student would learn only the ‘turn’ command which dominates this situation.  The ability to detect novel behaviour is useful for learning as it can reduce the amount of information processed and so focus on unusual events.  Increasing the learning rate for when a student robot recognises significant events such as a change in direction and remembers where this occurs is used by Hayes and Demiris 1994.  There is also neuroscience evidence to support this approach of increasing the learning rate for novel behaviours as the cerebral cortex has regions that detect novel or significant behaviour to aid learning.  

In the sleep phase, a random hidden code 
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 is produced by assigning activation values under a Gaussian envelope centred on a random position on the hidden layer.  Its linear input representation 
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is determined, and then the reconstructed hidden representation 
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.  From this, in the flat architecture we obtain the competitive version 
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 by assigning activation values under a Gaussian envelope centred around the winning unit that has the strongest activation.  In the HM area of the hierarchical model, a sparse version 
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 is obtained using the above transfer function and parameters on a linear representation.  The bottom-up weights from units i to units j are modified according to
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with an empirically determined learning rate 
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 are decreased linearly to zero during the last 25% of 500000 training data points in order to limit noise. All weights 
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 and 
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 are rectified to be non-negative at every learning step.  In the flat architecture the bottom-up weights 
[image: image249.wmf]bu

W

 for each hidden unit are normalised to input unit length to reduce the impact from their difference sizes.  The weights are updated after each 100 training points.  In the HM area of the hierarchical model to ensure that the weights do not grow too large, a weight decay of 
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The SOM area of the hierarchical architecture is trained using the Kohonen approach outlined in Chapter 2.  Only the bottom-up weights are trained in Figure 5.12.  The training of the SOM area weights only occurs following the training of the HM area.  The learning rate 
[image: image252.wmf]a

 was set to 0.01.  The neighbour function is a Gaussian using 
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 is the distance between unit k and the winning unit 
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 on the SOM grid.

A large neighbourhood of 
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 is used at first to gain broad topographical learning that is reduced to 
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 during training over 450000 data points.  Finer training is achieved using a smaller neighbourhood width by reducing 
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 from 0.1 to 0.01 over 50000 data points.

Different SOM units establish different bindings and hence represent the appropriate state-action pairings for the behaviours.  Hence, these SOM units achieve the association of the language instruction with a specific high-level vision state and motor direction.  For instance, for the ‘lift’ behaviour if the robot is facing to the front and the x-coordinate has the robot close to the front of the arena the SOM unit associates this state with the action ‘backward’.  
Figure 46 a) shows the total incoming innervation originating from the motor units (left) and the high-level vision units (right) on the HM area. The figure has been obtained by activating all four motor units or all high-level vision units, respectively, with activation 1 and by displaying the resulting activation pattern on the HM area.
[image: image259.wmf]
[image: image260.wmf]
Figure 46 {a) Left, the projections of the four motor units onto the HM area. Right, the projections of all high-level vision inputs on to the HM area. b) Four neighbouring SOM units' RFs in the HM area.  These selected units are active during the `go' behaviour.  Circles indicate that the leftmost units' RFs overlap with those of the `left' motor unit while the rightmost unit's RF overlaps with the RF of the `forward' motor unit.

It can be seen that the patches of motor innervation avoid areas of high-density sensory innervation, and vice versa. This effect is due to competitive effects between incoming innervation. This does not mean that motor activation is independent of sensory activation: Figure 46 b) shows the innervation of SOM area units on the HM area which bind regions specialised on motor- and sensory input.

The leftmost of the four units displayed binds the "left" motor action with some sensory input while the rightmost binds the "forward" motor action with partially different sensory input. In the cortex we would expect such binding not only to occur via another cortical area (such as the SOM area in our model) but also via horizontal lateral inner-area connections which we do not model.

The ability of the hierarchical architectures robots to both recognise and perform behaviours shows the architectures are able to recreate some concepts of the mirror neuron system.  The hierarchical architecture it is possible to relate the HM architecture of the model with area F5 of the primate cortex and the SOM area with F5.  The F5 area contains neurons that can produce a number of different grasping activities.  F6 performs as a switch, facilitating or suppressing the effects of F5 unit activations so that only the required units in the F5 region are activated to perform or recognise the required action.  F6 also produces the signal when the action should be performed and so activates the appropriate neurons in F5 and hence is responsible for the higher level control.  F6 is responsible for controlling the high-level sequence for performing the behaviour.  
5.8 Integration of software components

As we explained above, the final software is composed of modules designed by each partner and it thus requires that we have some common protocol in order to be able to communicate efficiently between them. It has proven practical to use different ways of communication at different levels. For high level communication, we use a CORBA based framework that allows efficient communication between software without explicitly programming it. For low level communication, we use raw socket communication that allows the final software to be implemented on low-end hardware. In the end, we have a distributed software enabling the robot to complete the proposed scenario.

5. Evaluation

In this report we have described a technical system which has been inspired by neuroscientific findings. Even though the implementation was constrained by following neuroscientific insights, we have achieved performance of the system which can match those of traditional robotic systems which are implemented to perform a specific purpose.  The neuroscience inspired implementation has led to specific advantages of individual system components: the visual system is trainable to various objects; the language processing system performs syntactical as well as semantic checking for correctness and retrieves at the same time the meaning of a sentence; the motor system is trainable on as little information as a reward given at the end of a specific trial. 

Besides these positive aspects of neuroscience-inspired implementation, the system design also reflects a high integration of the individual components. The cortical language module, for example, represents goal representations of objects which are related to the visual representations of these objects and which are thereby to be used for the motor action. In biology, neurons and neuronal connections are used throughout the whole system. In our system, different modules – while implemented individually as neuronal networks – communicate via traditional methods such as sockets and CORBA, in order to keep the interfaces simple. A perspective of future neuro-inspired robot control can therefore be even stronger integrated neuronal control architectures.  This work package provides a novel integration architecture for the development of intelligent robot systems.  
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